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Abstract
The cyber-security threat that most organisations face is not one that only resides outside their
perimeter attempting to get in, but emanates from the inside too. Insider threats encompass anyone
or thing which exploits authorised access to company information and resources to steal, corrupt or
disrupt assets. Threat actors could include not only employees, but also contractors, trusted partners
and in some cases clients. The nature of their access is usually persistent, as it is valid and required
to conduct their roles, and as such, abuse of their privileges can pose a serious and real threat to the
successful operation of the business. Whilst measures have been proposed for detecting previous
attacks or those currently in progress, what would be much more desirable is to detect employees
who are possibly becoming vulnerable to coercion or persuasion into conducting an attack of some
form – enabling supportive or preventative action by the organisation to avoid escalation of an attack.
Research into psychology and behaviour is indicating that it may be possible to detect such human
vulnerability through analysis of language used – linguistics. In this paper we present a visual analytics tool for the assessment of sociolinguistic behaviours exhibited via e-mail communications, aimed
at helping to identify people who are potentially at risk. We discuss the visual designs choices made
to provide both detail and overview for the analyst for studying communications within a large group
of users, and demonstrate this for a large real-world dataset of over 600 employees. We show how an
analyst can use the tool to construct linguistic behavioural models to identify vulnerable employees.
We propose that this approach could support wider insider threat prevention and detection systems.

1

Introduction

Whilst for many years many commercial cyber security technologies have placed an emphasis on protecting against attacks that arise from external threats, it is becoming increasingly apparent that the greater
threat to an organisation may well lie within [31]. A recent study by Clearswift [7] reports that 58% of
reported security incidents were as a result of insider threat, and similarly, both the 2012 Cybercrime
survey [25] and the Risk of Insider Fraud study [24] also highlight insider threat as an increasingly serious concern. From the organisation viewpoint, high profile cases reported by the media such as Robert
Hanssen [10], Bradley Manning [14] and Edward Snowden [1] further highlight the impact that individuals can have on the confidentiality of organisational data. Those who operate on the inside will often
have privileged access and knowledge of sensitive records, customer details and company secrets. Therefore, should an insider choose to act against the organisation in some malicious way, the potential impact
could well be disastrous to their daily operations.
Central to the study of cyber attacks is the human who conducts the attack, and their mindset that
drives them to behave in such a way [5, 21]. The CERT insider threat research team at Carnegie Mellon
University have extensively studied forms of IT sabotage, IP theft, and data fraud [5]. They found that
often the first sign of disgruntlement is the onset of behavioural precursors. Behavioural precursors include observable aspects of the insider’s social (non-technical) behaviour inside or outside the workplace
that might be deemed inappropriate or disruptive in some way. From our own experiences during the
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course of our Corporate Insider Threat Detection (CITD) project1 , we have studied the many facets that
relate to insider-threat detection, resulting in models to support insider-threat detection [18], a framework
for assessing insider attacks based on insider-threat case studies [21], and also the extent of impact that
insider-threat has on businesses [31]. The research clearly indicates the importance of understanding the
range of behavioural and psychological precursors that could well motivate an insider to attack.
One observable factor where an insider may display revealing characteristics unintentionally is in
the manner in which they communicate with others. Many organisations now rely heavily on e-mail
communication as a means to work collaboratively across the globe, and to share important information
and announcements between employees. In addition, many employees may also use e-mail for personal
communications with friends and family, and possibly even other organisations. E-mail usage has the
capacity for supporting capture of a vast amount of qualitative information regarding the sender, which
could well portray their psychological characteristics and current emotional state-of-mind. The study of
these characteristics is one component of Sociolinguistics [11], which is concerned with how language
may differ between groups separated by social variables such as ethnicity, religion, gender or status.
Here we are concerned with the potential for linguistic analysis to provide early indicators that people
are potentially vulnerable to becoming a threat.
Analysing e-mail usage poses a number of important considerations. Firstly, in any organisation
there are likely to be a large number of users, who could send hundreds or even thousands of e-mails
per day so analysing the content of each e-mail, and establishing the significance of this as a human
observer, would be extremely tedious and difficult to achieve. Secondly, and perhaps most importantly,
is that in some cultures people may consider the analysis of raw e-mail content to be a breach of privacy,
and for some it could be considered a disproportionate invasion of privacy given that the vast majority of
employees will not be vulnerable to becoming a threat at all. Different organisations will have different
opinions on the ethical concerns surrounding e-mail monitoring. To address these privacy concerns, in
part, one possible solution is to use the popular LIWC (Linguistic Inquiry Word Count) tool introduced
by Pennebaker, Booth, and Francis [29], that describe the linguistic features of the communication, rather
than directly observing the raw e-mail content. This may provide a more acceptable and proportional
approach.
In this paper we present a visual analytics system for studying features of e-mail communications
within large organisations or groups. The system comprises a number of linked views that enhance the
exploration of information and supports analysis of a wide range of different psychological traits, including a number that are recognised to be indicative of insider threat or vulnerability to cohercion. The
analyst can explore this linguistic meta-data about email content to understand normal for employees and
as compared to others working in the organisation. This supports both the identification of those with
strong indicators of vulnerability, as well as being able to take account of cultural norms (i.e. everyone
is stressed at the moment because of the operating environment). Through interaction with the visualisations the analyst can refine the model for each psychological trait, adjusting the relative importance
being given to any particular linguistic measure.The system immediately allows them to observe how
each user compares against their refinements, across all the visualisations. We demonstrate how visual
tools can be used to assess the relationships that exist between users, and the changes that are exhibited
during their conversations. From a practical standpoint, the anonymity of the email content is important
to deal with privacy concerns, whilst the extracted features provide sufficient information to assess the
level of deviation in the communications. From an operational perspective, the ability to quickly identify
potential indicators of employee vulnerability or insider threat based on suspicious linguistic features
would greatly improve the ability of analysts to quickly respond to developing threats, hopefully before
they attack, and help managers support those vulnerable.
1 http://www.cs.ox.ac.uk/projects/CITD/
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Related Works

There has been much work that has studied the link between linguistics and human psychology, and
the link between linguistics and insider threat. Within psychology literature, there are well-established
factors that are often used to characterise a person’s mindset, such as the five OCEAN factors [32]:
Openness, Conscientiousness, Extraversion, Agreeableness and Neuroticism; and the Dark Triad [22]
which consists of Narcissism, Machiavellianism and Psychopathy. In addition, there have been a number
of different proposals for how LIWC features can characterise how a person scores against these factors.
Brown et al. [4] study the ability to predict risk based on the linguistics used in e-mail communications,
using LIWC analysis to assess Neuroticism, Conscientiousness and Agreeableness. Similarly, Taylor et
al. [30] propose how self-focus, negativity and cognitive processing could be assessed based on LIWC
analysis. Sumner et al. [28] stuy the link between the accounts of Twitter users and the personality
characteristics of both OCEAN and the Dark Triad. Their findings include that people who scored
highly on narcissism tended to have more followers and friends, and that people who scored highly on
psychopathy and Machiavellianism would use more swear words, more words associated with anger,
and less first person plurals and words with positive emotion. Whilst there exist a variety of proposals
for assessing psychological characteristics based on LIWC features, there is no agreed standard, and
nor is there a clear understanding of how each feature should contribute towards the calculation of a
psychological score. Furthermore, there is no clear link between the presence of specific linguistic
characteristics and known insider threat risks. This provides the motivation to develop a visual analytics
approach that would allow an analyst not only to study a large number of users simultaneously, but also to
support the decision-making process of how these LIWC features should be factored together to provide
a psychological assessment tool.
With regards to visualization techniques used for language and communication analysis, Fricker et al.
present a state-of-the-art report on the use of visualization for socioculteral signature detection, which
shows how language can be used to determine the sociological characteristics that are exhibited [12].
Don et al. propose FeatureLens for analysing large document sets to establish co-occurrences of text
patterns using frequent itemsets of n-grams [8]. Gou et al. propose PersonalityViz as a visualization tool
to analyse personality traits derived from social media using LIWC analysis [13]. Leshed et al. use visualization for team conversations to show the participants how they engage with others through their use
of language [20]. Perry and Donath map online behavioural attributes observed via text communications
as glyph features of a abstract humanoid character [23].
Glyph-based visualization has also become a popular technique for representing large multivariate
data, where data is depicted by a collection of visual objects referred to as glyphs. In this work, we
consider how glyph-based visualization could be used for depicting a number of different features for a
large group of users. Borgo et al. [2] present a state-of-the-art report on glyph visualization that considers
the design challenges that are involved with glyph visualization design. Chernoff Faces [6] and Star
glyphs [27] are two examples of multivariate glyphs, where identifying glyphs with similar features has
been proven to be effective. More recently, glyph-based visualization has become widely used in many
different application areas, including sports [17] and health [9].
In our work, we aim to extend upon the related works by proposing a suite of visual analytics tools
for performing behavioural analysis on a large group of users using email sociolinguistics. We also aim
to extend on existing works by being able to simultaneously examine multiple users at both an overview
level and in detail, and comparing these against the normal observations for the group. Finally, we
propose tools that allow the analyst to interact directly with the psychological model to analyse what
LIWC features provide the greatest contribution to each psychological factor, so that the analyst can
iteratively refine and update the model as deemed appropriate for the organisation.
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LIWC Overview

Linguistic Inquiry Word Count (LIWC) is a text analysis tool that calculates the percentage of words
within a sample of text that fit into each of over 70 different word categories, introduced by Pennebaker,
Booth, and Francis [29]. These categories represent a range of psychological and structural features,
including positive or negative emotion, self-references, causal words and many other language dimensions. The provided dictionary contains approximately 4500 words, which are classified to one or more
categories, making the tool very effective for studying use of language. Using the provided dictionary
for a given passage of text, the tool generates 80 features that characterise the following: 4 general
descriptor categories (total word count, words per sentence, percentage of words captured by the dictionary, and percent of words longer than six letters), 22 standard linguistic dimensions (e.g., percentage of
words in the text that are pronouns, articles, auxiliary verbs, etc.), 32 word categories tapping psychological constructs (e.g., affect, cognition, biological processes), 7 personal concern categories (e.g., work,
home, leisure activities), 3 paralinguistic dimensions (assents, fillers, non-fluencies), and 12 punctuation
categories (periods, commas, etc.)2 .
Compared with a traditional bag-of-words approach [26], the categories defined by the LIWC dictionaries allow for a feature-driven approach to linguistic analysis. By using LIWC features, it also means
that there is a significant reduction in the data, since words are binned based on which feature they
represent rather than on an individual basis. Also, given the nature of the different LIWC categories,
these features provide much more useful information for analysis than the original communication. As
has been previously mentioned, one of the main concerns surrounding e-mail monitoring is privacy. By
processing the e-mail communication using LIWC, only the output features are required for further processing and so the original message could be discarded if necessary. This would provide the trade-off
between obtaining meaningful information regarding the message without having to maintain a record
of the original communication.

3.1

Input Data

The primary dataset used for this study consists of anonymised user data collected from over 600 employees in a real organisation, that describes the linguistic characteristics of emails that were sent over
a one year period. In total, this results in 351,432 electronic communications. The collection period is
deemed to be ‘normal’ activity for the organisation, and does not contain any reported cases of insider
threat. What this means is that an analyst could observe the current ‘normality’ for the organisation,
to understand what deviations could exist within the scope of normal behaviour. It is also important to
assess how each individual scores against the different psychological factors under ‘normal’ conditions.
For example, if an individual is seen to score highly for agreeableness, does this make them more likely
to be susceptible to social engineering attacks? [21]. Likewise, an individual who is seen to be highly
neurotic may react badly to news such as organisational restructure, or failing to achieve a promotion.
Therefore, it becomes important to assess the level of variation that exists in non-threatening behaviour,
and how this could potentially flag users of interest in the future.

3.2

System Requirements

In order for any visual analytics tool to be successful, it is important that the problem to be addressed
is well-defined, and that the requirements of the visual analytics are clearly understood. In this work,
the objective is to understand the psychological characteristics and state-of-mind that users exhibit when
they communicate via e-mail or other forms of electronic messaging. Scoring high for a particular
2 The

full table of features obtained by LIWC analysis can be found at http://www.liwc.net/descriptiontable1.php
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Figure 1: Overview of the Linguistic Inquiry visual analytics tool. We combine a series of widgets that
can be interacted with by the analyst. The views include a user selection view (top left) that provides an
overview of all users (described in Section 4.1), a scatter plot view (mid left) that provides an overview of
all messages sent (described in Section 4.2), a weighted parallel co-ordinates view (top right) for analysis
of linguistic features and model configuration (described in Section 4.3), and a horizontal timeline (mid
right) that denotes the change in observed communications based on the model configuration. The bottom
views allow the analyst to configure settings and to observe textual output on the system.

characteristic, or exhibiting a large deviation in their score, may indicate a need for further investigation
of a particular individual. As we have discussed previously, we shall use LIWC to generate features from
e-mail communications to obtain features that represent the communication, rather than the raw content
directly. We want to be able to visualize the LIWC features with respect to the users, and assess the
characteristics that users exhibit.
There are a number of requirements that the visual analytics system needs to address. Firstly, the
system should be able to provide an overview of all the users. The overview would need to to support
hundreds, or even thousands of users, and provide some means for being able to identify users of interest
to investigate further, based on some observable factor and their current search criteria. Secondly, the
system should be able to provide detail for comparative assessment of one or more users (e.g., users in
same job role / across roles / across location), to observe how psychological and mind-set characteristics
may vary over time, and how the underlying LIWC features contribute towards this assessment. Thirdly,
the analyst should be able to interact directly with the analytical model that defines how the LIWC
5
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features contribute towards the assessment in order to change the weightings (for example to take account
of organisational norms — allowing the analyst full control so that they can experiment with different
configurations to determine the most suitable parameters for their environment). Finally, the analyst
should be able to identify which users are currently deemed as a concern for further investigation or
support - based on the current state of the underlying analytical model.

4

Visual Analytics System

The visual analytics interface shown in Figure 1 is designed to support the requirements of the system,
and consists of the following views:
• User selection view (top left) — this provides an overview of all users, as represented by each glyph
in the view. Each glyph encodes a number of different attributes to highlight users of interest to
the analyst. (Requirements 1 and 4)
• Feature space view (mid left) — this provides an overview of all messages, where each point
represents an individual message sent by a user. Dimensionality reduction is used to project each
message onto the 2-D plot from the original LIWC feature space. (Requirements 1 and 4)
• Weighted parallel co-ordinates view (top right) — this provides a detailed view for one or more
selected users, that shows how each message scores against the individual LIWC features. This
also supports model refinement, where the analyst can adjust the weight given to each LIWC
feature. (Requirements 2 and 3)
• Timeline view (mid right) — this provides detail of when messages are sent over time, by one or
more users, and how these messages score against the current psychological factors being assessed.
This view can also show how the individual scores in comparison with the rest of the organisation,
by plotting statistics such as mean and max results for the current psychological factor. (Requirements 2 and 4)
• Configuration and Status views (bottom) — these views provide different configuration options for
the visualizations, and status updates such as the selected user IDs and numerical data based on the
current interactions. By selecting the update button in the configuration, the analyst can commit
the current state of the analytical model to update the overview of all users.
The tool has been developed to support decision-making by the analyst, and to encourage exploration
of the data. Each view supports interaction from the analyst to provide an engaging experience for
exploration, and the different views are all linked so that interactions made in one view will update the
other views accordingly. Whilst there is no prescribed approach that an analyst would be required to use,
the tool lends itself to an iterative cycle for deeper exploration. Starting with the user selection view and
the scatter plot view, the analyst would be able to observe an overview of all users, and of all messages
sent by each user. Having noticed a user of interest, the analyst can select this via either plot, and the
user would be displayed on the weighted parallel coordinates view and the timeline view. The analyst
may then choose to tune particular parameters of the current psychological model, to observe the effect
that this has on the score given to the current user. Having tuned the model as desired, the analyst can
add more users to the parallel coordinates view to see what results are given for others. Once happy with
the model refinements, the analyst can update all users. This updates the overview panes to reflect the
new model, and the analyst can see who now scores highest against this, be it the greatest score or the
greatest deviation from the rest of the users.
6
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(a)

(b)

Figure 2: Two different representations that are used for the User Selection View. (a) Pixel-based selection where colour denotes the quantity of emails sent, and hovering over each sender highlights the
receivers using a red outline. (b) Glyph-based selection view where many more attributes are encoded.
View (a) supports many more users in a smaller space, whilst view (b) provides much greater information
to support decision making by the analyst.

Figure 3: Glyph design. The outside arc denotes the number of e-mails sent by the user. The green
segments denote the time of day that the user has sent e-mails, based on a 24 hour clock. The polygon
represents the five attributes of the OCEAN profile using a star glyph, starting with openness at the
bottom-right point going around anti-clockwise. The number of recipients is indicates by the colour of
the star glyph, represented using a colour map. Finally, the star glyph outline is used to indicate whether
the user is a recipient of a particular sender that has been selected by the analyst.
The tool has been developed as a web-based application that consists of a number of different components. We use Python to perform pre-processing on e-mail content (where available) to obtain the LIWC
features. We also use Python for the server-side development, due to the large amount of processing
required through user interaction. Finally, for the visual analytics front end environment that the user
interacts with, we use the popular D3 Javascript library [3]. This means that the tool could be easily
deployed within an organisation using any modern web browser.

4.1

User Selection View

For the study of large social networks, an interesting challenge is how best to visualize the complete
group of users, whilst also providing useful information regarding each user. Whilst social graphs are
often a popular choice, these soon become cumbersome and difficult to manage as the numbers of users
increases. Here, we focus on the representation of a large number of users, and how best to incorporate
useful statistics about each users that help to inform the decision-making of the analyst.
7
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(a)

(b)

Figure 4: Scatter Plot View. (a) All messages are shown on the plot, projecting the LIWC feature set to
2-dimensions. (b) Selection of a particular user. A strong clustering of messages can be observed in the
top-right of the plot. Messages considered to be outliers could be deemed to reveal important information
for the analyst.
Figure 2 shows two approaches to the user selection problem that we incorporate in our system. In
Figure 2(a), we use a pixel-based visualization, where each user is represented by a coloured square in a
grid. The plot shows 746 users sorted by user ID, where the colour indicates the number of e-mail that the
user has sent. By hovering the mouse over a user, the selected user is highlighted using a black outline,
and the user’s recipients are highlighted using a red outline. This approach allows for a large number of
users to be represented in a relatively small region, making it ideal for large-scale user analysis.
In Figure 2(b), we use glyph-based visualization, where multiple attributes are mapped to a compact
glyph to represent the activity of each user. A detailed view of the glyph structure is shown in Figure 3.
At the centre of the glyph is a star plot, where each of the five OCEAN characteristics are mapped to the
points of a polygon, starting with openness at the bottom-right and going anti-clockwise to neuroticism
at the lowest point on the plot. The colour of the glyph can be used to encode the number of recipients
that the user e-mails to. The 24 green segments around the glyph indicate when on an hourly basis
the user sends e-mail. The segments are based on a clock metaphor, with midnight being at the 12 ‘o
clock position. If the user sends e-mail during that hour then the segment is coloured, else it is removed.
Finally, the outside arc of the glyph shows a count of the e-mails sent, where a full circle indicates the
maximum number of e-mails that any user sends. The User Selection View also allows the analyst to
order the list of users based on their desired criteria, including number of e-mails sent, their OCEAN
scores, or the amount of deviation in their OCEAN scores.

4.2

Scatter Plot View

Another tool that is designed to support the overview of all users is the scatter plot view. The view consists of a traditional two-dimensional scatter plot, where each point on the plot denotes a single message
sent by a user. To obtain the 2-dimensional projection of each message, we use Principal Component
Analysis [16] to perform dimensionality reduction on the set of LIWC features that correspond with the
current psychological factor. This results in a clustering of messages that exhibit similar characteristics,
and so provides a powerful technique for identifying messages that exhibit very different characteristics.
Clearly, there is likely to be some level of deviation in the characteristics displayed by a user across all
messages. However, this view allows the analyst to observe this deviation and how it relates to how other
users interact. It also allows for an analyst to then observe if a new communication is radically different
from those sent previously. The view supports user interaction, so that the view can be filtered to show
only points that relate to that specific user. Since the different views are linked, interactions here will
also be shown in the User Selection View by highlighting the user and their recipients.
8
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(a)

(b)

Figure 5: Weighted parallel co-ordinates. Each axis depicts a single LIWC feature, and the right-most
axis depicts the combined total as based on the currently-defined weights. The analyst can configure the
weighting of different features by selecting the dial above each axis to observe the impact on the final
scoring axis. The interaction with the weights also updates the scores presented in the other linked views.
The timeline also shows the max and mean results for all users based on the current configuration (shown
by the light gray plot). Here we show the comparison of two users based on the same configuration of
the analytical model.

4.3

Weighted Parallel Co-ordinates View

The primary view for obtaining a detailed view of user behaviour, and for interacting with the underlying
model is the weighted parallel co-ordinates view. Parallel co-ordinates are widely used for visualizing
multivariate data [15]. Here, each axis corresponds with a particular feature that is obtained from the
LIWC analysis. Rather than showing all 80 features obtained from the LIWC analysis for each message
sent, we split the features into subgroups that are recognised in the literature to correspond with different
psychological characteristics [28, 30, 4], such as Agreeableness, Narcissism, and Extraversion. Each
polyline through the plot represents a single message, where the score for each feature is shown on each
axis. The analyst can perform standard interactions with the parallel co-ordinates view such as brushing
to filter a range on a given axis, and re-ordering of axes to observe correlations between attributes.
With the weighted parallel co-ordinates, we provide additional functionality where each axis also
has a weight associated with it, shown by the dial above each axis. The concept of a weighted parallel
co-ordinates has also been demonstrated to provide powerful assessment of individual features in other
applications (e.g., [19]). The analyst can adjust the weighting value by dragging left or right on the dial
to increase or decrease the value respectively. The weights are used to compute an overall score for each
message sent, shown by the right-most axis on the plot. The score is considered as a function of each of
the corresponding features:
s = ∑ sn wn
where sn is the score for feature n and wn is the current weighting for feature n. The analyst is able to
adjust the weight of features that are observed to be important, for instance, if only a small number of
9
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messages flag on a particular feature.
By configuring the weights in the parallel co-ordinates view, the timeline also updates accordingly
to reflect the new state of the model. This allows the analyst to observe not only whether communications score highly against the current psychological factor, but also to analyse when they occurred. For
instance, it may become apparent that all high scoring communications occurred around a similar time,
or they may be more sporadic. From the user selection view, the analyst can further filter the data by
selecting both senders and recipients, which could indicate that a user displays characteristics only when
communicating with a subset of recipients.
The analyst can store the current refinement by clicking the ‘update’ button. This then updates the
full dataset with the refined model parameters, and updates the other views accordingly. In addition, the
glyphs in the user selection view are updated and reordered. The analyst can now observe who scores
highest under the new configuration. If they decide that they are happy with this, then the model persists,
else the analyst can iteratively refine and update the model as new observations are made.

5

Conclusions and Future Work

In this work we have presented a visual analytics approach to performing e-mail behavioural analysis.
Given the ethical and legal considerations surrounding employee monitoring, we focus on how the popular LIWC tool could be used to provide a proportionate trade-off between monitoring and privacy. We
propose a number of linked views on a visual analytics interface, that encourages further exploration of
the data and supports decision making by the analyst. The visual analytics interface allows the analyst to
easily configure the underlying analytical model in an intuitive manner. By using glyph-based visualization, the analyst also achieves a clear overview of the large number of users that are observed within the
system.
There are many considerations that can be discussed for our future work. One area will be around
performance: what is the degree of accuracy that might be achieved? Might we be able to optimise the
visualisations to support the cognitive processes of the analyst? If it is known that this system is in use,
might it be possible for malicious entities to avoid detection; can we design the system to be resilience to
gaming or detect deception? Is the system better at detecting vulnerable staff then actual threats in action,
or vice-versa? Another area will be around integration into threat prevention and detection operating
environments: Can we add additional context to the visualisation system by allowing the analyst to pivot
into other datasets such as connectivity and relationships via social network analysis techniques?
Additionally, we intend to explore how the proposed techniques can facilitate the detection of malicious or suspicious e-mail content with data that contains known ground-truth related to malicious insider
activity. We purposely do not flag up anomaly users with this system for the concern of false positives,
however, such approach as that described here should support the analyst in their decision-making to
improve their judgement as to whether a case should be raised or not. With this in mind, we would also
like to explore just how effective an analyst could be by using visualization tools such as this, through
the conduct of user studies. We recognise the challenges that are in place for obtaining suitable data that
would support the experimentation to validate the proposed approach. With this however, we do believe
that visual analytics can effectively contribute to the assessment of organisational communications, to
better understand the behavioural and psychological precursors of observed individuals, which could
well then serve to detect and prevent the escalation of insider attacks.
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