INTELLIGENT FILTERING BY SEMANTIC IMPORTANCE FOR
SINGLE-VIEW 3D RECONSTRUCTION FROM SNOOKER VIDEO
Philip A. Legga,b , Matthew L. Parrya,b , David H. S. Chunga,b , Richard M. Jianga ,
Adrian Morrisa , Iwan W. Griffithsb , David Marshallc , Min Chena
{a Department of Computer Science, b College of Engineering}, Swansea University, UK.
c
School of Computer Science, Cardiff University, UK.
ABSTRACT
In this paper we investigate the challenge of 3D reconstruction from Snooker video data. We propose a system pipeline
for intelligent filtering based on semantic importance in
Snooker. The system can be divided into table detection
and correction, followed by ball detection, classification and
tracking. It is apparent from previous work that there are
several challenges presented here. Firstly, previous methods
tend to use a fixed top-down camera mounted above the table.
To capture a full table view from this is challenging due to
space limitations above the table. Instead, we capture video
data from a tripod and correct the viewpoint through processing. Secondly, previous methods tend to simply detect
the balls without considering other interfering objects such
as player and cue. This becomes even more apparent when
the player strikes the cue ball. Our intelligent filtering avoids
such issues to give accurate 3D table reconstruction.
Index Terms— image processing, image analysis, object
recognition, morphological operations.
1. INTRODUCTION
Sports video analysis has received a great deal of attention
within the computer vision community [1]. Such techniques
can be used to analyse player performance and to identify areas for improvement. Snooker requires a variety of skills [2]:
two key skills being accuracy and repeatability. By using
video analysis we can compare shot performance over multiple attempts, making this a vital tool for player assessment.
3D reconstruction is a widely-covered topic within the
computer vision literature [3, 4]. Typically, 3D reconstruction is performed using multiple camera viewpoints which are
then combined to recreate a given scene. Seitz et al. [5] give a
comparative study on a number of multi-view reconstruction
algorithms. One obvious drawback to such methods is that
multiple cameras are required and the setup of such a sysThe authors would like to thank the Welsh Assembly Government for
funding this research.

tem can be labour-intensive. There has however been a growing interest investigating 3D scene reconstruction using only a
single image. Hoiem et al.e [6] developed a “pop-up” method
that generates a 3D scene based on ground, vertical objects
and sky elements within an image, which has been extended
further by Saxena et al. [7]. Finally, van den Heuvel [8] took
the approach of using geometric constraints from the image
in order to guide the reconstruction. For our system, we already know the geometric measurements of the scene and so
it is reasonable to utilise this knowledge to facilitate 3D reconstruction based on a single view.
For Snooker videos, Höferlin et al. [9] proposed to use
video visualization to assist in Snooker coaching and skill
evaluation. Rea et al. [10] performed video analysis for classifying Snooker events, in particular: shot-to-nothing, break
building, conservative play and Snooker escapes. Denman et
al. [11] looked at Snooker broadcast video sequence parsing
by utilizing the table geometry, and detecting the disappearance of objects using histogram analysis at pocket regions.
Cash [12] looked at video analysis of Pool and Billiards in his
Masters thesis, and investigated such issues as tracking the
balls and locating table pockets. Similar to this was the work
by Guo and Namee [13]: a system they describe as Snooker
Extraction and 3D Builder (SE3DB). They used a small-scale
toy Snooker table with a camera placed directly above, and
focused on static positions of the balls. Therefore they do not
consider issues such as player and cue interference. The question of applicability to videos captured in real environments
is yet to be addressed.
Shen and Wu [14] worked on 3D reconstruction from
Snooker video footage. As with previous works, they also use
a top-down camera placed above the centre of the table. They
acknowledge that the camera could not cover the entire table
due to its altitude. Likewise, to mount the camera directly
above the table would also be a labour-intensive process that
may not even be possible in some circumstances (e.g. where
lighting is suspended above the table). Our method overcomes these significant pitfalls by correcting the camera view
as part of the processing stage, which we describe further in
the following section.

2. METHOD
In order to utilise our system, a single camera is mounted on
a tripod that captures the full table in view. The method uses
table detection in order to automatically calibrate the camera
viewing angle which means that providing the full table is in
camera view then any position around the table can be used.
It is recommended that the camera be mounted as high as the
user can permit in order to avoid potential ball occlusion. To
achieve this we simply extend the height of the tripod. We
use a standard tripod and a Casio EX-FH20 camera capturing
video at 30fps. The system has been developed using C++
and OpenCV.

Fig. 1. Conversion from video view to top-down view.

2.1. Table Detection
The first stage in the system is to detect the Snooker table
from the initial frame of the video. Since Snooker traditionally uses a green baize we can use this to identify the table
area. First we convert the colour space of the image from
RGB to HSL. The hue channel is used to determine colour
values since it is invariant of lighting artefacts, which are
likely to be present on the Snooker table. From this we can
simply threshold the hue channel based on the green hue
range. For each pixel p(x, y) in the image:
{
maxV al if H(p(x, y)) ∈ [T1 , T2 ]
p(x, y) =
0
otherwise
where H(p(x, y)) denotes the hue. When using 8-bit values
for HSL in OpenCV, the hue is ranged between [0,180], where
40 < Hgreen < 80. We discuss hue values in OpenCV further in Section 2.2. Connected component analysis is then
used to ensure all the ‘green’ regions of the image are combined (the table and cushion regions), eliminating balls and
shadow regions on the table. Finally, we perform the Hough
Transform on this image to detect the straight lines that surround the detected region. We expect to find four lines that
denote the table boundary (the edge of the green table baize).
Should more than four lines be returned then the results are
filtered so that lines of similar angle are removed. We then
compute the intersection points of each line to determine the
four corner points. The next stage is to correct the image perspective by mapping the four detected points from the video
to four pre-defined corner points of a rectangle to give a topdown perspective.
Perspective transformation (also known as perspective
projection or homography) is well established within the domain of computer graphics [15]. It is a method that allows
points from one image to be mapped directly to another coordinate frame whilst maintaining straight lines within the
original image. It describes what happens to the perceived
positions of observed objects when the point of view of the
observer changes. We use the OpenCV function cvGetPerspectiveTransform to generate the top-down table view shown
in Figure 1.

2.2. Intelligent Filtering
Using the generated top-down view, the next stage of our
pipeline focuses on the intelligent filtering of the data for the
reconstruction process. In order to do this we use semantic
importance to determine features that should be preserved.
For the Snooker domain, it is the presence of ball objects and
their associated table position and colour that can be seen as
semantically important. Likewise, we also know that other
objects such as the cue and player will also feature in the data,
however this is not of interest for 3D table reconstruction. We
devise an intelligent filtering scheme based upon detection,
classification and tracking that can identify Snooker balls and
reject additional unwanted data including player and cue interference.
Figure 2 illustrates the stages of the intelligent filtering
process. The initial video frame is used to determine the maximum number of semantically important objects in the video.
Firstly a background model is generated from which the image is subtracted. This can be achieved either using an image of the empty table or, should this not be available (e.g.
if the system is set up mid-game), the initial frame from the
top-down view is smoothed to filter out any objects that are
present (image (a)). We apply a threshold to the resulting
image to filter low values and noise from the video, leaving
only detected specular highlight objects (image (b)). From
generating the perspective image we know the bounds of the
table cloth, which can be used to filter objects outside the
table region. However, there may still be unwanted objects
present in this image, such as the pocket reflections and the
pink ball spot marker. Objects such as the player and cue
would also still be present which we discuss later. The following stage eliminates unwanted objects by performing object
colour classification. Using semantic importance we know
the expected ball colours in Snooker, and so objects that do
not correspond to this set will be removed.
We use HSL colour space for detecting ball colour, as we
did for table detection. For each detected region we consider the colour of the pixels just below this since the spec-

Fig. 3. Ball detection with player interference. Left-to-right:
top-down image, grayscale thresholding, mathematical morphology, specular highlight detection for ball classification.
Fig. 2. Ball detection for initial video frame (Figure 1).
Left-to-right: (a) background image, (b) object detection,
(c) colour classification, (d) final ball locations.
ular highlight will suffer from extremely high luminance. In
OpenCV, the hue spectrum is computed slightly differently to
traditional representation, with zero being a blue hue rather
than red. The spectrum is also reversed, however due to the
cylindrical nature of hue this is no significant issue. Given
that L is luminance, the colour hue regions can be defined as:
(100 < Hred < 120, Lred < 150), (80 < Hyellow < 100),
(40 < Hgreen < 80), (100 < Hbrown < 120, Lbrown <
80), (Hblue < 40) and (100 < Hpink < 120, Lpink >
150). Finally, the white and black balls are assessed based on
high and low luminance respectively, along with corresponding high and low RGB parameters. Denman et al. [11] found
ball colour based on a comparison between the detected objects, however this requires that all balls be present on the
table. Our system uses independent colour classification to
allow for either a full or partial set of balls to be recognised
(e.g. when performing training shots). Figure 2 (c) shows the
resulting objects found using ball colour classification. It can
be seen that the unwanted objects from (b) have successfully
been removed. Each object has also been reduced to a single point, given by the brightest pixel in that region. Finally,
image (d) shows each ball positioned on the table.
Our intelligent filtering scheme is used to aid tracking for
each subsequent frame in the video. It is expected that balls
may be potted and replaced, however no additional balls will
appear in the scene and so we can use this to inform our filtering process. Given the next frame in the video, we perform the object detection stage of the filtering process. Each
ball from the previous frame is matched to an object in the
new frame based on minimum distance and, if moving, its expected direction. Once detected in the new frame the system
is updated regarding ball position, colour, speed and direction
using the information available from both the previous and
current frames. In particular, this also helps to avoid colour
misclassification due to motion blur.
Figure 3 shows the situation where a player strikes the cue
ball with the cue. Due to noise from the video, it appears as if
the hand and ball are connected, and so filtering is required.

If any object appears larger than expected (i.e. ball size) we
perform mathematical morphology on that region of the image only to attempt to separate the object. This is performed
iteratively until either the object is within the expected size or
until the brightest pixel in the object corresponds to a nearby
ball object from the previous frame. In this example we find
that the cue ball is found after one iteration, and so the cue
ball and green ball are both circled in the final image. The
detected bright pixels on the arm are found to not correspond
with the acceptable colour classifications nor with the previously detected balls and so are rejected by the system.
Figure 4 shows five frames from a Snooker video and
the corresponding 3D reconstruction results, created using
OpenGL. The frames show examples of ball collision (image
B), partial ball occlusion (image C), and cushion contact of
the blue (image D) and white (image E). The reconstruction
is animated to correspond with each frame of the video, yet
can also be viewed from multiple angles around the table to
provide greater insight for a player or coach.
3. CONCLUSION
An intelligent filtering pipeline for Snooker ball detection,
classification and tracking has been presented in this paper.
The method relies on only a single-view camera to reconstruct
an accurate table representation, by filtering based on semantic importance so that unwanted objects such as the player and
the cue can be removed. Whilst previous works have considered detection of balls, there are practical issues such as
player/cue contact that are not addressed. We have demonstrated that our method can handle such potential challenges.
We also introduce the use of perspective transformation
for Snooker table reconstruction. Shen and Wu [14] used
a top-down view, which they confess has significant weaknesses for capturing the full table in view due to space constraints above the table. With our approach, the full table view
is captured from a single camera at the end of the table, from
which a top-down view is generated. Since the image is not
a true top-down image, there are distortion and partial occlusion considerations to be made. By using our intelligent filtering pipeline we can overcome these issues. This approach
offers a much more practical solution to set up compared to
a top-down mounted camera, meaning that a novice player

Fig. 4. Video to animated 3D reconstruction (keyframes A-E).
would be more inclined to use this.
One drawback would be the issue of occlusion when the
player is between the table and the camera. Also, when shots
are played at rapid speed then object detection and tracking
can become difficult using a camera with low frame rate. We
look to address these issues whilst maintaining a system that
is simple and accessible for all in our future work.
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