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Abstract An Industrial Learning Classifier System (LCS) was developed a decade ago for the mining of information in process industries, specifically for a Steel Hot Strip Mill. Despite encouraging results, the prediction accuracy achieved and the effort required did not warrant adoption. The lessons learnt for applying Genetic-based Machine Learning to industrial data-mining applications are still relevant and are described here. After ten years further research into LCS much innovation has occurred: messy encodings, rule-base reduction, pass-through rules and flexible encodings. However, this paper hypothesises that the biggest hurdle preventing LCS from wider industrial adoption is a lack of ‘abstraction’, i.e., after states have been linked to actions and generalised by removing irrelevant information, similarities between rules must be abstracted to form higher level rules. Initial results for a ‘toy’ problem demonstrate that LCS are capable of abstraction with powerful consequences. 
1.  Introduction
Industrial domains seek to maximise profits from existing plant due to the large capital costs and long-term payback times of new plant.  Modern data-capture technology is comparatively low cost and produces a data resource.  This collected data has the potential to give prediction and diagnosis of plant input (e.g. set up) to output (e.g. product quality) from the information contained.  Many bespoke and commercial data-mining tools exist, but the Genetics based Machine Learning technique of Learning Classifier Systems (LCS) has unique properties that could give commercial advantage if developed for such industrial domains.

LCS build a population of transparent rules that co-operate to map environmental input to useful outputs.  There is no one LCS algorithm, but many complementary (or conflicting) methods that can be employed in the LCS concept.  This allows LCS the flexibility to solve problems in multiple domains, such as stimulus-response (e.g. data-mining), ultimate-response (e.g. bin-packing) and continuous response (e.g. robot navigation).  Different families of LCS have evolved from the original concept by John Holland [1].  However, it is not obvious which LCS are best suited to a given domain and what methods to utilise within them.

The data-mining project described was from 1994 – 1998, which has meant a decade of subsequent development in the LCS technique.  Many of the criticisms of the tried and tested techniques available then have been addressed subsequently.  This has been necessary as the complexity of the steel mill data overwhelmed the capabilities of the pre-1994 LCS.  Instead of waiting for better methods to be evolved (hindsight showed this occurred quickly with the introduction of niche based rule discovery and accuracy of prediction in the ZCS and XCS techniques [2, 3]), the industrial environment was examined to form the basis of an industrialised LCS technique.  This unique starting point lead to insight into the operation of the LCS technique, novel methods being developed and useful information being extracted from complex industrial data.

This chapter seeks to show how analysis of the application domain can lead to the selection of the LCS platform and methods for further development.  Novel methods and a complete industrialised LCS (termed iLCS) platform are presented with supporting results.  A major issue for this (and many other) industrial data-mining techniques was identified in that similarities between important patterns were not abstracted to higher-level rules.  Therefore, a novel abstraction algorithm is presented, see figure 1, and tested on a toy problem, to address this deficiency in LCS for data mining.  
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Fig. 1.  Schematic of abstraction to produce higher-order rules.
The chapter starts with the background to the application domain, with the learning considerations and comparison with basic LCS available at the time.  The task description gives the aims and objectives of the project which helps to focus the development.  The development and novel methods of the industrial LCS are outlined followed by supporting results and discussion.  Abstraction is motivated, described and initial results presented. Conclusions are drawn based on the industrial data-mining and abstraction experiments.

2.  Background

2.1
Description of the HSM and Downcoilers of Llanwern Works
Figure 2 shows the general layout of the Hot Strip Mill (HSM) in Llanwern British Steel Strip Products (now Corus) works where the majority of the data has been taken.  Steel slabs of approximately 10m x 2m x 0.4m and 20 tonnes, are re-heated in furnaces to a critical rolling temperature.  The finishing stands further reduce the thickness and, together with the water sprays, induce the desired material properties.  
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Fig. 2.  Schematic showing a Downcoiler and Programmable Logic Controllers 

The head end of strip is guided into the downcoiler by hydraulic side guides.  Incorrect entry may lead to a ‘cobble’, where the strip jams in the downcoiler, or a pinch, where the strip folds over on itself, and results in loss of material quality or scrap.

The data mining task was to link Mill setup parameters to product quality ratings in order to predict and diagnose mill quality problems.
2.2 
LCS for Data Mining
Up to 250 mill parameters could be input into the LCS, but training for such a LCS would be lengthy with the results produced complex and non-transparent.  Both domain knowledge and statistics must be used to reduce the dimensionality of the data, but care that bias and assumptions do not remove important/vital pieces of information must be taken.
Noise, Contradiction within data, missing data, accuracy and consistency of readings and epistasis (where the value of one parameter affects the importance of the value of another) all contribute to a complex problem domain, see Booker [4].  LCS are suited to the proposed environment because they can learn knowledge from imperfect data taken from real environments Wilson [5]. 

The state of LCS technique prior to the start of the project was best summarised Goldberg [6]: “LCS are a quagmire - a glorious, wondrous and inventing quagmire, but a quagmire nonetheless”.  The quagmire exists because of the development of computers and the consequent potential for machine learning paradigms - not because the LCS technique has fundamental flaws.  
3.0.  Development of iLCS

The iLCS was developed as a whole concept, see Fig. 2.  Therefore, care must be taken if adopting individual developments, as they may not function as described without the other supporting methods.  A comprehensive description of iLCS is presented in Bull [7] with the main features summarised here.
The balance needed between exploring and exploiting (E/E) information is a critical problem for industrial domains as the optimal balance level depends on both the domain and the stage of training as more knowledge is progressively gained.  Too much exploration results in the global optimum never being reached, whilst too much exploitation traps the system in local optima.

The internal parameters of the LCS were kept simple, flexible and robust to reduce the time-consuming effort of setting evolutionary computation parameters.  A Michigan style LCS was adopted due to its flexibility to adjust to unknown structures in environments (If the rule structure is known or thought to be simple, then a Pittsburgh approach may be preferable).  
Considering that the desirable E/E balance changes depending on the stage of training and the environment, an LCS that has a static balance, which is hard to adjust, may not be suited to the complex domains found in industry.  Simulated Annealing type schemes, which reduce the amount of exploration as training progresses, have been tested [8], but these are hard to control.  
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Fig. 2.  The concept of iLCS (grey shading) compared with basic LCS (white)
Investigating the stages of training in simple domains showed three main phases: exploring for information, combining exploring and exploiting to develop useful rules and then stabilising the rules into exploitable hierarchies.  Therefore, the rule-base was split into three distinct phases, linked by a stepping-stone approach to transfer rules from search to combine to stable phases.  Long surviving rules could also be fed back to the search population to guide search into areas of interest. Different methods that support the purpose of each phase were utilised, e. g. roulette, tournament and then rank selection.
The fitness of a classifier is split into two measures: Fertility controls selection in rule discovery and Effectiveness controls selection in the auction.  Fertility exerts a generalisation pressure as it combines a measure of a classifier's generality with its accuracy.  Effectiveness is the expected environmental pay-off (similar to strength based systems), but could easily be changed to other measures (e.g. accuracy).

The advances and novel aspects in iLCS were: 
· Real alphabet – encoding matched domain.
· Phases of training – methods used at appropriate times reduced parameter tuning.
· Evaluation limits – new rules accommodated into population, whilst child limit made stagnation less likely.
· Panmictic Rule discovery – complete search in initial phase.
· Split fitness measure – generalisation pressure focused.
· Removal of taxation and genotypic specificity measures for mating –simplified operation.  
4.0 Initial Data-mining Results 

The data from the mill contains information requiring discovery, but the quality of this information is unknown.  If the information learnt by a LCS that has only been operated on real data is poor, then it is impossible to determine whether it is poor operation by the LCS on good data or good operation on poor data.  Confidence can be gained from analysis of the rules produced and previous good results with simulated data, prior to testing with real data.  The simulated data had eight conditions linked to one action that could take four different values of different base rate.  Results, see figure 3 and table 1, encourage the use with real data as 100% prediction is reached with iLCS identifying very small niches.
Table 1. Results from simulated data
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Fig. 3. Training performance of Industrial LCS compared with Basic LCS.

The benefits of an industrial LCS have been split into two categories - Discovery and Advisory - which depend upon the use of the LCS.  Discovery is classified as the LCS working off-line on off-line data in an attempt to gain plant knowledge (diagnosis of plant operation).  The Advisory stage takes the evaluated knowledge and provides off-line predictions from on-line data (prediction of plant operation).  The predictions are interpreted by human operators to decide if any action is required.  This project was not designed to provide on-line actions from on-line information as the consequences of incorrect action were considered too serious to risk using a novel learning process.

4.1 Discovery Training Performance

The long time taken to train was a major disadvantage of the LCS technique in industrial domains.  Modern computing power has reduced discovery training to a few hours (note advisory performance is near instantaneous from a learnt rule-base).
Adjusting the representation of the domain in the training set would also improve times.

· Reduced number of parameters in the training set

· Sufficient number of training examples to learn all quality levels

· Introduction of correct and non-biasing domain knowledge.

It is recognised that improved efficiency and effectiveness of the LCS can reduce training times

The shape of the performance graphs for the industrial LCS with industrial data, show that learning of useful information did occur (e.g. figure 4).  Performance on all industrial data sets was better than a ‘random’ (pick any output) or ‘greedy’ (pick the most common output) tactic.
Despite learning useful information, the LCS did not obtain satisfactory performance.  Regular peaks and troughs of performance indicate that the LCS was continually searching for better information, which necessarily included rejecting previously useful information.
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Fig. 4. Training performance of the industrial LCS with Pinching real data

The output population of the pinching data set (see figure 4) stagnated resulting in the loss of performance from a million iterations onwards.  This was due to the LCS finding good, but rare rules that were not deleted as more general rules of equivalent accuracy were not possible to discover.  Thus the lack of exact matching rules in the output phase caused the lack of prediction, rather than incorrect prediction from matching rules. The LCS had experienced similar situations in the training set but even though it could reject unimportant parameters through generalisation it did not abstract the similarities in the important parameters. Any slightly novel situations, as often occurs in industry, was not matched, e.g. Rule '78cm strip width, 76cm guide setting' would not match a message '80cm width, 79 cm guide'.
The real environment can be processed iteratively to give the LCS a greater chance of discovering good rules.  The data collection can be directed at areas where faults were more frequent, such as thin gauges.  This reduces the search space leading at least to improved efficiency.  It can also lead to improved effectiveness, as instead of families of rules being formed one rule can be determined.  For example, the same fault for low grades does not have to be separated into each grade.

4.2 Discovery Training Results

Decoding of the training for the pinching data set is shown truncated in table 3.  Including all 64 parameters in 100 rules would occupy 22 pages in this font, making decoding difficult.  This task could be made easier by automatically removing conditions that are wild.  Similarly, removing and reporting conditions that are the same for all output states would reduce investigation time.

Discussion of the learned knowledge with ‘experts’ in steel rolling [9] showed that the industrial LCS did learn relevant information.  Much of the information confirms existing Rules of Thumb, Heuristics and Empirical information.  This is important as it builds confidence in the ability of the LCS.  Examples of common knowledge are that exotic grades, wider widths and lighter gauges are more likely to cause problems such as pinching.  This assists in further pre-processing the training set as easy to roll slabs can be separated from ‘problem’ slabs to determine more subtle mill performance. 
The industrial LCS also discovered uncommon knowledge, in so much as the information was not widely available.  A good example was that high Crown strip was unlikely to pinch.  This was considered accurate as the crown has a centering effect when passed through rolls, similar to a pulley and belt effect.  Although experienced operators knew this effect, the LCS could provide a means of discussion and harmonisation of plant knowledge throughout the workforce.

Table 2. Results from Pinching dataset
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4.3 Advisory Performance

The prediction accuracy of the industrial LCS was only 60%, which was not sufficient for operators to be confident in the LCS.  Although the knowledge contained in the data set was unlikely to completely describe the mill to enable 100% prediction, it was considered that enough was present for this testing method to achieve significantly better results.  The data itself caused some of the problems for the predictive accuracy due to the redundancy of some parameters, the lack of volume and suspected noise.  However, the data inadequacies were not thought to be the major problem with LCS performance.

The increased dimensionality of the domain overwhelmed the LCS as it could not identify useful general areas in the huge search space.  The modality caused by including all relevant parameters, instead of separating training on specific product groups, restricted performance by requiring high specificity rules to be formed.  The greater the specificity required in a rule, the more time on average it would take to form from disparate building blocks.

The scalability of the industrial LCS to this domain is encouraging, as limited training occurred.  However, improved searching was needed to find better general rules; especially for the more obscure fault levels.  The capture and retention of partly formed rules that form good building blocks was a major problem.  These rules were less accurate than rules that dealt with specific instances, so were gradually removed from the populations.  The LCS required more time and space to discover accurate general rules.

4.4 Summary of Industrial LCS
A visual summary of the results is shown in figure 3 where the performance of the industrial LCS reaches optimum compared with the non-training basic LCS.  The necessity for a balanced system with all methods complementing each other is shown in figure 2.  Table 1 shows that the diagnosis is correct for known data and can identify hierarchy forms.

A typical performance of the industrial LCS with real data is shown in figure 4.  Performance was not sufficient for plant confidence, possibly caused by poor data and / or inadequacies in the technique.  Improvement in training performance occurred with useful information being discovered when the results are analysed.

Attempting to apply an LCS to industrial data in 1994-8 was too ambitious, but did lead to some insights into both LCS and how they may be developed.

· Real alphabet [10] [11]: the majority of LCS used in data-mining do not use binary representations.  Either a real alphabet (often single value with range) or data mapped onto specified ranges is used.  For example, mapping temperature data having values 100 to 900 could map onto 10 ranges from 1 to 10, allowing the precision of each range to be tailored.  The mapped range is then specified in bits in the ternary alphabet, e.g. 400 is in range 5 which is represented by 1111100000.

· Phases of training: single population LCS still continue to be the norm due to their simplicity.  The GALE system [12] does implement multiple populations, which has shown benefits by autonomously determining correct LCS parameters set up.  However, many populations are required thus increasing computational time and the connectivity between populations is not sequential.

· Evaluation limits are now common [13], but the child limit is rare.  Subsumption deletion and Numerosity [14] are used instead and assist in removing similar information from the rule-base in XCS-type systems.  However, as the number of attributes in a classifier increases, the likelihood of subsumption and numerosity occurring decreases, and the computational time required for these methods increases.  

· Rule discovery: although Panmictic rule discovery has shown to be useful in allowing training of the whole rule-base regardless of action base rates, most modern LCS use niche based approaches as this gives an automatic generalisation pressure.  Deleting rules becomes equally as important as discovering rules as this is the method used to balance base rates.  Until large condition data sets (> 32 parameters) are routinely addressed, then there will be no need for panmictic rule discovery or morphing with its inherent local optima problems.

· Split fitness measure: generally a single fitness measure is still used for selection for effecting and selection for mating as it is simplest to implement.  More work is required to prove the benefits of a split fitness measure.  ‘Accuracy of prediction’ is the preferred fitness measure, but ‘strength’ based approaches are being revisited [15] [16].
· Removal of taxation and genotypic specificity measures for mating: modern LCS also do not use taxation or genotypic specificity as they increase complexity with no benefit.

Applying LCS to industrial domains in 2007 is still not a trivial task, although the likelihood of beneficial results in prediction and diagnosis of plant has much improved.  Brief comments are given below as rules of thumb:

· Reduce the complexity of the domain as much as possible without introducing bias or removing useful information, e.g. consider one type of product and one fault at a time.

· Collect as much good quality data as possible, whilst balancing base rates of actions to a practical amount.

· Consider an LCS where transparency and co-operating rules are required and high modality, parameter interaction and/or epistasis are present in the data.

· Choose the type of LCS; Pittsburgh for simple or known rule structures, Michigan for flexibility.

· Select appropriate LCS methods, using the anticipated accuracy of developed rules as a guide.  High accuracy will favour XCS type systems.

· Real-alphabets are beneficial, with parameter range tailoring as necessary.

· Niche based rule discovery with mutation and crossover operators works well with moderate parameter numbers (roughly < 32) and balanced base rates of action.

· Set up the internal LCS parameters through iteration or using multiple populations.
· Test sets are useful to identify overfitting of rules, especially with low volumes of data.

· Pass through rules are useful when describing a function.
Splitting the population into three phases allows iLCS to discover general and specific building blocks of information in the search phase.  Combining the small blocks of information into complete rules becomes increasingly difficult as the size of the domain increases, with the dedicated combine phase in iLCS facilitating this task. Whereas in a simple LCS, by the time general rules have been formed, the building blocks of information needed for specific rules have already been removed from the population.  The different types of rules within the combine phase test alternative hierarchy structures, which is required if sub-optimum hierarchies, such as homomorphic or “flat”, are not to form.  Once good rules survive, proving their long-term use, they can be transferred to the stable population, where the information can be exploited through exact matching and best classifier selection.

The total population size is equivalent to a standard single population, but with analysis only necessary on the compact stable population.  A slight increase in training time is noted due to evaluating three outputs, instead of one, for each environmental message, but this is acceptable within the overall training time.  

Life limits are essential for introducing new (including transferred) rules into a stable population or hierarchy, as their appropriate level can be determined without interrupting the existing structures

The fertility fitness measure is dedicated to rule discovery, so can directly measure the benefit of mating a classifier.  Alternative schemes utilise the same measure (e.g. strength, accuracy or prediction of payoff) in selection for effecting as well as selection for mating.  When developing complex hierarchies, which are likely to include initially underdeveloped branches, a single fitness measure may ignore appropriate, but weak, classifiers.  This is acceptable in exploiting information, but not in exploring for improved overall performance.  Fertility functions by estimating a classifier’s usefulness compared with its neighbouring classifiers.  Inaccurate classifiers have low fertility, unless there are no alternatives.  Similarly, accurate classifiers have low fertility if they occur in less match sets than similar classifiers of equal accuracy.  The preference measure could use any standard fitness measure.  In this domain the accuracy of the classifier is used as payoff is the same for all actions, so using predicted payoff provides no additional information.

Real-alphabets are essential for transparency in industry, but they also improve boundary definition in continuous domains.  Fine tuning rule boundaries can occur through mutation and resolution tuning, but is often achieved through the result of appropriate crossovers, where upper and lower attribute bounds are swapped.  Adjusting the upper/lower bounds allows a single rule to describe a range, whereas ternary-alphabet may require more than one rule to complete the range.
5. Abstraction

The process of abstraction can be likened to Information Processing Theory [17] (a branch of Learning Theory), which suggests that humans have the ability to recognize patterns in data and chunk these patterns into meaningful units. The individual patterns do not necessarily remain in a memory store due to the holistic nature of the individual patterns. However, the chunks of meaningful information remain, and become a basic element of all subsequent analyses. 
The Abstraction algorithm needs to perform this “chunking”, for the individual patterns created by a learning system, see figure 5 [18]. The learning system selected was the XCS implementation of the Learning Classifier System concept as it has been shown to produce accurate and maximally general rule sets [14]. The LCS concept was derived from work by Holland [1] on developing artificial central nervous [cognitive] systems. Much past work has focused on improving learning performance, but recent work has revisited its cognitive abilities [19]. LCS use evolutionary computation to produce maximally general compact production rules, thus are a suitable technique to form base rules.
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Fig 5. Abstraction from data to higher order rules.

The first step in developing the Abstraction algorithm is to select a suitable test domain. Games, such as Chess or Connect 4, offer a useful environment in which to test an algorithm's ability to find patterns within the data set and, more importantly, perform abstractions. Games are useful as they offer an environment that is well studied (meaning performance is easy to gauge), competitive, turn based (meaning time is not an important factor) and finite (although very large in most cases).

The goal of this project was to create an Abstraction algorithm that would generate rules for and play the game of Connect 4, due to this domain’s scale, multi-step and non-deterministic properties.
5.1 Abstraction Algorithm Overview
The Abstraction algorithm was designed to work upon the rules generated by the LCS. Abstraction is independent of the data itself. Other methods, such as the standard coverage operator [7], depend directly on the data. Crossover and mutation depend indirectly on the data as they require the fitness of the hypothesized rules, which is dependent on the data. Abstraction is a higher order method, as once good rules have been discovered; it could function without the raw data being available.
The abstraction attempts to find patterns in the rules that performed best within the LCS. Having found a pattern common to two or more of the LCS rules, the Abstraction algorithm is to generate a new rule in the abstracted population based solely on this pattern. This allows the pattern to be matched when it occurs in any state, not just the specific rules that exist within the LCS. 
Not all of the rules generated by the LCS are worthwhile and therefore the Abstraction algorithm should not be run upon all of the rules within the LCS. The domain is noiseless, so the parameters chosen to govern the testing of rules for abstraction were the conditions that a rule must have a 100% win score and a 100% accuracy. Therefore the rules abstracted by the Abstraction algorithms should only be rules that lead to winning situations.

The main mechanism that allowed the abstraction to perform was a windowing function that was used in rule generation as well as rule selection (when it came to choosing an abstracted rule to play). The windowing function acted as a filter that was passed over the ‘good’ rules generated by the LCS. This filter would compare two rules at a time for similarities that could lead to abstracted rules. 

The windowing function worked in all directions on the board, horizontally, vertically and in both diagonal directions. The window size was set to 4 space/counters (8 characters in terms of the board representation). However code allowed for a window size of between 4 and 6 spaces/counter (8 – 12 characters in terms of the board representation), any greater than a window size of 6 and the vertical and diagonal windows no longer fit on the board. 

Any match that is found is turned into an abstracted rule, each rule had 8 characters (assuming a window size of 4) to represent the pattern occurring on the board. Each rule also had to be assigned a move to play whenever that rule was used. The move assigned was always chosen from one of the playable spaces within the pattern. An example rule is '10,10,10,00:11’, which translate to 'if three red counters in a row and payable space in the next position, then play in the next position'. All rules entered the abstracted population with a win and accuracy of 50.

Several limitations were placed upon what was considered a valid match for the Abstraction algorithm, including ignoring all unplayable areas. A valid pattern had to contain at least one playable space and no more than 2 playable spaces. Patterns without a playable space are useless because rules as they offer nowhere for a move to be played. The second limitation placed upon the abstraction process was that a valid rule could have a maximum of one unplayable space. This helps limit the generation of “empty” rules. Figure 6 shows an example of two windowing functions finding a match and generating an abstracted rule.
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Fig 6.  Example of Abstraction Algorithms generating a new rule.

As with the LCS, the Abstraction algorithm also had a GA that was run upon the population to generate new rules. It had a single point crossover and mutation; however it had no deletion algorithm as all the abstraction rules were kept. Duplication was prevented through a duplication check that was made each time a rule was to be inserted into the rule-base, including those generated by crossover and mutation. 

A LCS can function alone, but the Abstraction algorithm cannot function without a rule-base to work on; hence it needs an LCS to function alongside it. How the two are combined and work together is detailed in this section.

When the LCS with abstraction needs to play a move, the system searches the board for any matches within its abstracted rule set. The board is searched by passing the windowing function over the board (horizontally vertically and diagonally). A rule is then chosen out of all matched rules. When exploiting the rule with the best win score is chosen, whilst when exploring a roulette wheel based upon accuracy is used.

The chosen abstracted rule also has a move associated with it, however unlike the LCS rules the move does not relate directly to the board. With a window size of 4 counters the rule could occur anywhere on the board, horizontally, vertically or diagonally. Therefore an extra calculation is required to translate the abstracted rules’ move into the corresponding move on the actual board.

If no abstracted rule is found after the initial search of the board state, then control of playing the move is handed to the base LCS.
6.0 RESULTS

The following section details the results found during the trials of the LCS and Abstraction algorithm. Initial trials investigated the difficulty of the problem domain with standard Q-learning and XCS techniques. Preliminary tests of the Abstraction algorithm with XCS were followed by tests of the Abstraction algorithm with a modified XCS (mXCS), see section 6.2, where the reinforcement learning complemented the abstraction. The use of abstraction as the training progressed was investigated. During these tests, each system was trained for 20,000 games against an opponent that played randomly. Finally, the robustness of the Abstraction algorithm to changes in the domain was tested by increasing the difficulty of the opponent. 

6.1 Q-Learning and standard XCS 

The Q-Learning Algorithm performed well in the initial 20,000 games (see figure 7), achieving an average win percentage of 69%. However, there was no progress in the wins as the 20,000 games progressed, with the win percentage always remaining at around 69%. This exhaustive search nature of the algorithm meant it took several weeks of computation on a 3GHz PC. 

The XCS performance trend was similar, with an average win percentage of 62% reached quickly, but no further improvements. Analysis of the rules showed that they had become trapped in local optima. A few specific strategies had been learnt, such as initially trying to build a column of counters in a given column. However, if this column happened to be blocked, then the overall strategy failed.

When the Abstraction algorithm was included in the standard XCS the performance did not improve. This was because the XCS did not find sufficiently accurate rules for the Abstraction algorithm to be triggered.

The random nature of the opponent meant that a sometimes good strategy, such as build a column of counters in row one, was occasionally blocked. The prediction is updated by the Widrow-Hoff delta rule, which severely penalizes an incorrect prediction. Thus the accuracy of prediction never reaches a high stable level. Adjusting the learning rate (() within the range 0.1-0.6 did not improve the performance. Reducing the threshold of what the Abstract algorithm considered as accurate to 85% accuracy of prediction also did not improve performance.

6.2 Modified XCS with and without Abstraction

The Widrow-Hoff delta rule was replaced by a simple reinforcement learning update (+2 if correct, -2 if incorrect, limited to the range 0-100), where recency had a much reduced effect. This enabled mXCS to produce rules considered accurate enough to be abstracted. Although the rules were similar to those produced by XCS, the learning was more gradual, which prevented good rules from being replaced due to low accuracy of prediction. 


When the Abstraction algorithm is added, a significant improvement is noted after 8000 trials as the performance increases to 90%. This compares favorably with both Q-learning (69%) and standard XCS (62%), see figure 7.
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Fig 7.  Graphs of win percentages for three learning algorithms. 

During testing the rules that the Abstraction algorithm produced were observed and an interesting pattern arose in the order in which the abstractions were discovered. In early generations no abstracted rules are found, whilst mXCS attempts to establish a set of good rules that have a win and accuracy of 100. The first abstracted rules found are not rules for a direct win (i.e. 3 in a row and play in the fourth). The first rules that emerge are those rules that cause a 3 in a row situation with an empty playable fourth space. 

Learning to form 3 in a row followed by learning to form 4 in a row is a novel example of incremental learning. Intuitively, it could be expected that learning to form 4 in a row, which is closer to obtaining the reward, would be achieved first. Incremental learning is hypothesized to be an important cognitive ability [8].

Whilst there is no direct feedback from the abstraction rule-base to the mXCS rule-base, it is possible to see them evolve together and there is a definite dependency between the two. With the introduction of abstracted rules to make 3 in a row, this is likely to occur far more often (as abstracted rules take preference over mXCS rules). With 3 in a row occurring more often, mXCS has more opportunities to conceive of rules that directly give a win. Therefore with more winning rules the Abstraction algorithm is more likely to discover further abstracted rules that lead to a direct win, greatly boosting the winning ability of the algorithm. 

6.3 Effect of Abstraction

The use of abstracted rules as training progresses can be monitored, see figure 8.  The combined system always plays a matching abstracted rule in preference to a matching base rule. After 8000 trials the base rules were accurate enough to allow abstraction to start. Once abstraction had started, the performance of the system continued to improve beyond that of standard XCS and Q-learning (see figure 7). A further 8000 trials occur where the system uses a combination of both base and abstracted rules. After this period the system just uses abstracted rules in its decision-making. Small improvements in performance occurred due to the action of the genetic algorithm in the abstracted population.
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Fig 8.  Graph of percentage base rules versus abstracted rules as training progresses. 

The random opponent still defeats the system in 10% of the games when it chances upon a good strategy. As there are multiple positions for good strategy is to occur in, the system is rarely presented with them, which makes them difficult to learn. In order to determine the robustness and scalability of the techniques the difficulty of the opponent was increased.

6.4 Robustness of the Systems 
The opponent could now block a potentially winning three in a row state. The system has to learn to create multiple win situations. This is a significantly harder problem, especially as the opponent could win either randomly or in the act of blocking, which halts the game.  All algorithms perform poorly as all win percentages were under 20% and no accurate rules are present. If no good base rules are found, then the Abstraction algorithm will not start.
Instead of training from the start with the harder opponent, it was decided to train first with the simple opponent and then switch to the harder opponent, see figure 9. After the switch, standard XCS performed better than the Q-Learning Algorithm, achieving a win percentage of 15%, it should be noted that the performance was less than the Q-Learning algorithm during the first 20000 games. Analysis of the Q-Learning algorithm testing showed that progressive training, from the easiest to the hardest opponent, caused it to get stuck in a local optimum with a win percentage of only 11%. The generality and adaptability of the standard XCS algorithm enables it to switch opponent without penalty. 

The performance of the Abstraction algorithm was significant. Not only did it outperform standard XCS and Q-learning (53%, compared with 15% and 11% respectively), but it performed significantly better then when it had been trained only on the harder opponent (53% compared with 19%). This is a good example of incremental learning, where it is necessary to build up the complexity of the problem domain.
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Fig 9.  Change in opponent at 20x103 games played.
7.0 
Conclusions

An industry focused Learning Classifier System, iLCS, has been developed for application to complex domains that place a severe demand on exploration, exploitation and balancing these often conflicting needs.  The iLCS has improved on simple LCS through the use of training phases, life limits, tailored rule discovery, separate fitness measures for mating (fertility) and effecting (preference), removal of taxation and use of a real-alphabet.  Importantly, iLCS offers a different approach to developing LCS than the advanced XCS-type systems, which may prove necessary as more complex domains are considered.

Utilising a balance of existing and novel methods, iLCS achieved the desired performance level on simulated data, with small niches being discovered and maintained.  Information is learnt from complex real-data, which can be used to direct an engineer’s search for causes of problems.  However, more work is required to improve prediction accuracy for domains characterised with high dimensionality, epistasis, multimodality and lack of separation where higher-level rules are required.  
An Abstraction algorithm has been demonstrated to produce appropriate higher-level rules in a complex toy problem, where learning is now also based on discovered knowledge rather than just the environmental data.  LCS are a complex evolutionary technique, where selection of appropriate strategies, such as abstraction, for a given domain will lead to benefits for industry.
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