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Abstract
Although the importance of XML as an underpinning technology for information systems has been recognised for some years, it is only with the advent of widely available XML databases supporting XQuery that XML teaching has come to life by enabling students to develop complete web applications.  This paper reports on the inclusion of the open source native XML database, eXist, alongside traditional relational database teaching in a second year module.  In this approach, depth in relational databases is traded for breadth of data structures with an emphasis on the choice of appropriate structure and the common issues underlying data storage and manipulation. 

1. Background

Current database teaching at UWE has been focused on relational databases, with occasional lectures on object-oriented and object-relational databases.  This approach has reflected the mainstream of commercial usage and teaching practice, and is well supported by robust and available software and a wide choice of textbooks, covering both the theory and practice of database development. 
However, XML and the related languages for describing and processing XML documents are increasingly important as a technology for information systems.  To cite only a couple of recent articles, Kay (2006) makes the case for this technology for workflow systems and King (2005) makes the case for XQuery in application integration.  XML is the default format for data interchange and with the advent of XQuery and native XML databases which support XQuery, web application development with XML databases have become an alternative to relational databases.  In addition, the increasing support for XML in Microsoft Office 2003 allows Word to be used to edit XML data, Excel to create and edit table-structured XML and InfoPath allows schema-driven form creation.
XML is included on some modules in the faculty but the scope has been typically limited to explaining the rationale and concepts with some illustrations.  The emphasis has been mainly on XML Schemas, XML integration into languages like PERL and PHP with document parsing with DOM and SAX and perhaps a touch of XSLT.  This approach is well supported by, for example 'XML in Theory and Practice' (Bates, 2003). However this can leave the student with a sense that XML is merely for expressing hierarchical documents and their restructuring. The ready availability of databases which store XML documents and support the XQuery language allow XML teaching to go beyond this to a full web-application platform. 

The need to create space in the curriculum for this material is evident, and this paper reports on our development of a second-level module which includes XML databases and some of the consequences of this inclusion.
2. The teaching context

In the design of a new programme for Multimedia, we recognised that the students needed a broad understanding of data structures and their application.  In their first year, these students had been introduced to web applications, HTML, Perl, and Java but had little experience of data and databases. In the second year module entitled "Data, Schemas and Applications" we sought to provide a broad awareness of the capabilities of a variety of data structures coupled to practical experience of using these structures in web-based applications. Rather than teach relational databases in depth, the emphasis is on the choice of the appropriate structure for the task, and an understanding of the commonality of issues across the diversity of structures, from ID3 tags on an MP3 file, file systems, relations and hierarchical structures.  Most attention was paid to relational databases, as exemplified by MySQL, and XML data and native XML databases as exemplified by the eXist (Meier, 2003) native XML database. 

This module is a departure from our current database teaching in two areas:  the coverage of native XML databases alongside RDBMs and the attempt to develop transferable knowledge through conceptual modelling.
3. Teaching XML databases

In this section we outline the background to native XML databases in general and the eXist open source development in particular before going on to examine how this in incorporated into the teaching program.

3.1 Native XML Database

The development in the last few years of Native XML databases (NXD) has been very rapid. Bourret (2006) lists about forty including Berkley Sleepycat, Tamino from Software AG, Xindice from Apache and eXist, an open-source project. An NXD allows any well-formed XML document to be stored, retrieved, updated and queried without shredding into multiple, linked tables, or holding merely as text in a BLOB, strategies used in XML-enabled Relational Databases, of which Bourret lists sixteen, such as Oracle or Microsoft SQL server. Unlike an XML-enabled RDBMS, an NXD does not need a definition of the structure, but stores each document in a tree structure which balances the need for reconstruction and querying.  
A key component of an NXD is support for a query language designed for XML.  This language is XQuery, a functional language which is built on XPath and which supports the querying and construction of XML documents.  Its functionality overlaps with that of XSLT, a declarative language for transforming XML documents into XML and other textual formats. 
3.2 eXist NXD

The eXist NXD is an open source development project led by Wolfgang Meier (Meier 2003) Versions have been in use for several years and development work is very active. The software has been essentially stable and in use on a number of projects worldwide.

eXist is coded in Java and can be run either embedded in a Java application or stand-alone in a number of configurations. Database management can be carried out either by a web interface or via a Java client which provides a small but useful development environment, allowing XML files and XQuery scripts to be edited or executed in-situ.

eXist provides a hierarchical filestore in which documents (files) are held in collections (folders). XML documents, including XSLT, are parsed, loaded into a B+ tree and indexed, whilst binary resources including XQuery, CSS style sheets and images are stored unparsed as base64 encoded documents.  Queries are written in XQuery, just-in-time compiled and cached. Typically in XQuery, node sequences are selected in the database by XPath expression, either by default over the whole database or by restricting the selection to a document or a collection. The XQuery function collection() accesses a named directory and all its sub-directories. External data sources identified by a URL are also accessible with the doc() function.

XQuery has extended in the eXist implementation mainly through function libraries to provide support for HTTP request access, response construction, session, user and database management, transactions and triggers.  Xquery is also extended, somewhat controversially, to provide a simpler syntax for free-text matching and a simpler syntax than XUpdate for database updates.  At present eXist passes the majority of the XQuery test suite, with the exclusion of those which depend on support for XML schemas.

The result is a powerful server-side language which combines much of the capability of a conventional scripting language such as JSP or PHP with a database query language such as SQL.

3.3 Learning strategy and objectives
The basic pedagogic strategy might be characterised as "see one, do one together, do one alone" which provides students with opportunities for active experimentation, concrete experience and reflective observation stages as represented in Kolb’s learning cycle. The specific XML learning objectives are to develop an understanding of hierarchical data structures, the use of XPath expressions to select nodes in the structure, and XSLT to transform structures.  Exposure to an alternative to the relational model supports the more general learning objectives of developing an understanding of conceptual modelling, both of data structures and language structures described in more detail below.

3.4 Teaching Approach

The first semester is given over to learning enough about PHP, relational databases and SQL to build a simple online photo album application.  To assist, some example code was provided which the students had to read and reuse appropriately.

In the second semester, attention was turned to XML, the associated languages of XML Schema, XQuery and  XSLT, using QSEE for Schema creation and InfoPath for form creation. 
Students first see and use some XML database examples.  The main example is an elaboration of the simple photograph album of the first semester in which the photos are supplemented with meta data and family history in XML. Two styles of querying are presented for comparision: XQuery directly generating the HTML, or XQuery generating an intermediate XML structure which is then transformed via a XSLT script to HTML. For motivational purposes, students saw and use the FOLD, a live Faculty Information web site developed using eXist  to support staff and students knowledge of modules, programmes, staff and faculty structures.
The class next worked on exercises on data drawn for the Collins Gem dictionary of Whiskies (Shaw, 1993). Here students worked on guided exercises to:

1.  
Develop a Schema for a semi-structured based on inspection of a sample of pages 

2. 
Use the QSEE editor to create an XML schema 

3. 
Use the schema with Microsoft InfoPath to create a form for data entry

4.
Enter sample data and store the data in their own subdirectory of our eXist database

5.  
Write one or more queries using XQuery to handle input of parameters, extraction of data and structuring, XSLT to transform to HTML.

Finally, their second assignment requires each student to select their own topic for implementation in XML.  For these students on a multimedia degree, music, DVDs and photographs were popular, but other topics included video games, classic guitars, horse breeds, religions, plants, football clubs and a Japanese phrase book, complete with sound files.  On the plus side, with plagiarism being an ever-present concern, the idea of each student working on their own topic has great attraction.  Tutors and students also seem more engaged and able to help each other since each is facing slightly different problems and creating a personal artefact. However ensuring comparability is more difficult. 

4 Conceptual Models
A higher-order learning objective for the module was to develop transferable skills to equip the student with frameworks and strategies to tackle the variety of data structures and languages which they will encounter during their placement year and beyond.  We approached this lofty task through the vehicle of conceptual modelling, which we see as crucial.  The power of conceptual modelling is explored in two areas: the traditional area of conceptual data models, abstracting over realised data structures and the less commonly explored but parallel area of conceptual language models abstracting over specific programming languages.
4.1 Conceptual Data Modelling

One advantage of exposure to a number of physical data structures is that the value of conceptual modelling is more easily understood. In the past we have found that teaching conceptual models when the target realisation is always a relational database makes it difficult for students, and it must be said, for some teachers, to see the point.  Thus Entity-Relationship models are often polluted with foreign keys and many-many resolutions in anticipation of an RDBMS realisation.  When different targets require different realisations of, for example, composition relationships, the point of a more abstract model can be seen.

We also introduce conceptual modelling in a slightly different way on this module. In contrast to our past practice in which English language problem statements are re-written in the formal language of an ER model, students initially use data modelling to record their understanding of an existing application.  In the first assignment the students use data modelling to record their understanding of the online photo album, Flickr.  To do this they have only the user interface as source material and must induce the data and the relationships from the web pages, and the behaviour of the application.  The better students tried to resolve uncertainties through experimentation but all learnt that conceptual modelling is a valuable tool in comprehending existing systems.  

For all conceptual modelling we have used the QSEE Multicase tool (Dixon). QSEE has a number of advantages: the interface is easy to use; the tool is free for individual use and affordable for institutional use and it has the great benefit of generating SQL, including foreign keys from a conceptual data model.  

4.2 Conceptual Language modelling

The breadth of languages encountered on this module, and in modern web development in general, was the opportunity to draw out underlying concepts of the languages, independent of the syntax and language styles.  To this end, some of the lectures focused on the need for specific language features, such as how to mix natural language with the formal language (i.e. comments) or how to manipulate strings  and how it was provided in a number of languages. 
During the year, a web-site supporting this conceptual modelling was developed. Sections explored the concept and then a crib showed the syntax over a range of languages. This crib is supplemented with some treatment of larger scale patterns, such as a 'sticky form' with example code which for the average student formed the backbone of their own applications
5 Lessons Learnt

5.1 Teaching plan
The expectation of the teaching team was that by presenting the alternatives of relational and XML databases together, some general principles would emerge.  For example, the role of schemas is very different between the two: a relational database cannot be created without the schema and schema management is integral with the data management, whereas XML documents are 'self-describing' and can be stored, queried and processed without the presence of a schema.  This difference allows the role of a schema to be surfaced and debated with greater understand than if only relational databases were taught.  
However, some parts of the traditional database curriculum have been lost.  There is no formal treatment of relational algebra, although the idea of an algebra is retained and perhaps given greater force by comparing the algebra over relations with an algebra over trees.  Normalisation is only considered informally and the underlying implementation issues in databases, including transaction management and concurrency are only touched on.  This approach is, we think, defensible in the context of this programme of study but there are risks in avoiding harder topics (Ridley 2003).
As the module progressed we became more aware of the way XML was used in Web2.0 mashups, and we were able to finish the module with some simple but powerful examples. In one, a GoogleEarth kml file is generated from an Excel spreadsheet via XML in the database. In another, an RSS feed is vocalised using the Opera Browser and Voice + XML.  These examples showing the fun and power of XML were very motivational for the students. 
For next year, we may start with these example, using XQuery and the XML database. This year we taught both XQuery and XSLT, which provided a useful comparison between a functional and a rule-based language. This also created some confusion, particularly since XQuery uses XPath 2.0 and the Xalan processor used in eXist uses XSLT 1.0 and XPath 1.0.  It is thus likely that XSLT will be moved to later in the term and the assignment work focused on XQuery alone.  The role of XML schema will also be re-examined.  The contrast in the use of schemas between RDBMS and NXD would be better made by working with XQuery schema-free before looking at schemas.  This also reflects the common, if debatable, working practice of basing applications on prototypical documents rather than schemas. 
5.2 The Student experience
This has been an ambitious programme of study for these students.  The results so far indicate that the better students find the material interesting, relevant and challenging but that the weaker students are somewhat overwhelmed. Four of the five groups in the first assignment produced working versions but one group of weaker students failed to submit, and this lead on to their disconnection with the module, a failure to submit the second coursework and subsequent failure at the summer exam.

The problem of supporting the weaker students raises two issues: the issue of self-selecting groups and support for weaker students on this challenging module.  We will re-examine the case for tutor-selected groups and put in place PAL (Peer Assisted Learning) next year.  We are fortunate in being able to employ two of this year's cohort in the faculty on the continuing development of the FOLD and they will also be trained in PAL and assist in tutorials.

5.3 Support tools

5.3.1 Textbooks

There are a number of books on the various XML languages - XPath, XSLT, XML schema and XQuery but these are largely aimed at developers. Of these, "Beginning XML" (Hunter 2004) was recommended as an affordable reference book. 

By comparison with the more mature relational database work, there is a lack of texts which address the development of applications using this technology and a lack of books aimed at an undergraduate audience. There is a useful amount of web-based material however, including tutorials on the w3-schools site. 
5.3.2 eXist Native XML database

The eXist database (version 20060316) has proved robust and capable of supporting learning.  It is free and simple for a student to install, and nearly all did so.  In addition, a server was set up with individual accounts for each student. The ability to store all resources required for a project was very useful: XML files such as  XML data, XSLT, and XML Schema files but also non-XML files; XQuery, JavaScript, CSS, JPEG, WMV, MPEG, GIF.  The database has a familiar directory and file structure, and access controls were used to provide each student with their own directory. 

5.3.3 Editors

Students used a variety of editors, including DreamWeaver, PFE32 and even Notepad.  eXist itself includes a Java client which has a simple, syntax-aware editor and query interface which all students used at some time.  More expensive tools such as <oXygen/>, XMLSpy and Stylus Studio are increasingly providing interfaces directly to eXist and will be kept under review, but the eXist client seems adequate for the scale of application developed in this module.

5.3.4 Schema design

The schema design tool in QSEE is simple to use, but only one schema can be edited at a time.  In the main students chose subjects which mapped to a single hierarchical structure but others who were more adventurous needed several schemas, with common values to link entities.  Ideally, multiple XML schemas should be able to be generated just as SQL is generated from a common conceptual model, perhaps with additional guidance on partitioning into document schemas.  It is hoped that QSEE can be expanded in this direction.
6 Conclusion

XML and XQuery are now a viable platform for web application development. Inclusion in teaching data management and use is increasing viable with free and robust XML databases such as eXist. These provide the engine to support XML teaching and students generally seem capable and eager to use these tools. As with all curriculum change, the question of what existing teaching is displaced by this new subject remains. 
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On-line resources
eXist:  

 http://exist-db.org/
XQuery: 
 http://www.w3.org/XML/Query/


 http://www.w3schools.com/xquery/default.asp
NXD:  

 http:www.cems.uwe.ac.uk/~cjwallac/NXD
Demos

http://www.cems.uwe.ac.uk/chriswallace/index.xql


http://www.cems.uwe.ac.uk/studentsonline
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