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Abstract. Learning Classifier Systems use evolutionary algorithms to facilitate rule-
discovery, where rule fitness is traditionally payoff based and assigned under a sharing
scheme. Most current research has shifted to the use of an accuracy-based scheme
where fitness is based on a rule's ability to predict the expected payoff from its use.
Learning Classifier Systems which build anticipations of the expected states following
their actions are aso a focus of current research. This paper presents a ssimple but
effective learning classifier system of this last type, using payoff-based fithess, with the
am of enabling the exploration of their basic principles, i.e., in isolation from the many
other mechanisms they usually contain. The system is described and modelled, before
being implemented. Comparisons to an equivalent accuracy-based system show similar
performance. The use of self-adaptive mutation in such systems in genera is then
considered.

1. Introduction

Holland's Learning Classifier System (LCS) [1986] represents a form of machine
learning which exploits evolutionary computing to produce inductive structures
within an artificial entity. Typically, such systems use stimulus-response rules to form
chains of reasoning. However, Holland's architecture has been extended to include
mechanisms by which higher levels of cognitive capabilities, along the lines of those
envisaged in [Holland et a., 1986], can emerge; the use of predictive modelling
within LCS has been considered through alteration to the rule structure [e.g., Riolo,
1991]. Using maze tasks loosely based on those of early animal behaviour
experiments, it has been found that LCS can learn effectively when reward is
dependent upon the ability to accurately predict the next environment state/sensory
input. LCS with such "lookahead’ typically work under latent learning, i.e., they build
a full predictive map of the environment without external reinforcement. LCS of this
general type have gained renewed interest after Stolzmann presented the heuristics-
based ACS [Stolzmann, 1998]. ACS was found to produce over-specific solutions
through the workings of its heuristics and was later extended to include a Genetic
Algorithm (GA)[Holland, 1975] - ACS2 [Butz & Stolzmann, 2002]. Bull [2002]
presented an extension to Wilson's simple payoff-based LCS - ZCS [Wilson, 1994] -
which is also able to form anticipations under latent learning. Significantly, this was
the first anticipatory system to build such models through the GA alone; Riolo [1991]



did not include a GA. Most current work in LCS has shifted to using accuracy as rule
fitness, after Wilson presented XCS [Wilson, 1995]. Bull [2004] presented a simple
accuracy-based LCS which can create such anticipations using only the GA — YCSL.
In this paper, a simple payoff-based LCS which can create anticipations using only
the GA is presented and explored, based on the ZCS-derived system MCS [Bull,
2005].

2. MCSL: A Simple Anticipatory Classifier System

In this paper, asin ACS and its related systems such as YACS [Gerard & Sigaud,
2002], and in [Bull, 2002; 2004], an explicit representation of the expected next
environmental state is used to create a simple payoff-based anticipatory LCS which
uses lookahead under latent learning - MCSL. That is, rules are of the general form:

<condition> : <action> : <anticipation>

Generalizations (#'s) are alowed in the condition and anticipation strings. Where
#'s occur at the same loci in both, the corresponding environmenta input symbol
"passes through’ such that it occurs in the anticipated description for that input.
Similarly, defined loci in the condition appear when a # occurs in the corresponding
locus of the anticipation. MCSL is a Learning Classifier System without internal
memory, where the rulebase consists of a number (N) of rules with the above form.
Associated with each rule is a fitness and where the initial random population have
thisinitialized to 10.

On receipt of an input message, the rulebase is scanned, and any rule whose
condition matches the message at each position is tagged as a member of the current
match set [M]. An action is then chosen from those proposed by the members of the
match set at random and all rules proposing the selected action form an action set [A].

Although the use of fitness sharing for externally received payoff had been
suggested before [e.g., Holland, 1985], it was not until Wilson introduced the action
set-based scheme in ZCS that simple but effective fitness sharing in LCS became
possible [Bull & Hurst, 2002]. MCSL, like MCS, uses the fitness sharing mechanism
of ZCS, i.e., within action sets. Reinforcement consists of updating the fitness f of
each member of the current [A] using the Widrow-Hoff delta rule with learning rate
b:

i fi+b((P/IA]) - f) @

MCSL employs two discovery mechanisms, a GA and a covering operator. On
each time-step there is a probability g of GA invocation. When called, the GA uses
roulette wheel selection to determine two parent rules from the population based on
their fitness. Offspring are produced via mutation (probability m turned into a
wildcard at rate py) and crossover (single point with probability c), inheriting the
parents fitness values or their average if crossover is invoked. Replacement of
existing members of the rulebase is inversely proportiona to fitness, i.e., 1/(f; +1),



using roulette wheel selection. If no rules match on a given time step, then a covering
operator is used which creates a rule with the message as its condition (augmented
with wildcards at the rate py) and a random action and anticipation, which then
replaces an existing member of the rulebase in the usual way. It is assigned the default
fitness f,.

Hence MCSL represents a simple anticipatory LCS which relies solely upon the
GA to search the space of possible generalizations; other heuristics need not be
considered as pre-requisites for the effective use of a payoff-based fitness scheme.
Here the term effective is taken to mean able to solve problems of low complexity
whilst remaining open to close modelling; the canonical GA may be defined in much
the same way. The mechanisms of MCSL are now modelled, in keeping with its
philosophy, in asimple way.

3. A SimpleModel of MCSL

The evolutionary algorithm in MCSL is a steady-state GA. A simple steady-state
GA without genetic operators can be expressed in the form:

n(k, t+1) = n(k, ) + n(k, ) R(k, 1) - n(k, t) D(k, t) @)

where n(k, t) refers to the number of individuals of type k in the population at time
t, R(k, t) refers to their probability of reproductive selection and R(k, t) to their
probability of deletion. Roulette-wheel selection is used, i.e., R, t) = f(k, t)/f(K, t),
where f(k, t) is the fitness of individuals of type k (Equation 1) and f(K, t) is the total
population (K) fitness. Replacement is inversely proportional to fitness as described
above.

Table 1 shows the error 'rewards for each of the rules considered. Those rules
which experience two rewards have the average shown. Figure 1 shows the maze
environment from which the errors are drawn. The maze contains two locations, one
providing the LCS with input 'O’ and the other with input'1l’. In both locations an
action’ 0’ means no move and action '1’ means a move to the other location.

Table 1: Rewards for the modelled maze task.

C:A:Ant Reward C:A:Ant Reward C:A:Ant Reward
0:0.0 1000 1:0:0 0 #:0:.0 500
0:0:1 0 1:0:1 1000 #:0:1 500
0:0:# 1000 1.0:# 1000 #:0:# 1000
0:1.0 0 1:1:0 1000 #:1:.0 500
0:1:1 1000 1:1:1 0 #:1:1 500
0:1:# 0 1.1:# 0 HtH 0




The rulebase is of size N=400 and the initial proportions of each rule in the
population are equal (N/18), and b=0.2. It is assumed that both inputs are presented
with equal frequency, that both actions are chosen with equal frequency and that the
GA fires once every four cycles (i.e., g=0.25). The rules parameters are updated

according to Equation 1 on each cycle.
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Fig. 1: Simple two location maze considered.

Figure 2 shows the behaviour of the modelled MCSL on the simple maze task.
Figure 2(a) shows how only the rules which accurately anticipate the next state (i.e.,
following their action being taken in the locations they match) exist in the fina
population. The rulebase is roughly divided between rules with action 0" and those
with action '1’ but there is no explicit pressure for a maximally general solution.
Figure 2(b) shows the corresponding trajectories of the rules fitnesses with all
accurate anticipators having the same — highest - fitness. Therefore the simple payoff-
based fitness scheme of MCSL results in a rulebase which completely maps the maze
environment under alatent learning scenario.
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Fig. 2: Behaviour of model MCSL on the maze task, showing numerosity (a) and fithess (b).



As noted above, Bull [2004] has previoudy presented a simple accuracy-based
anticipatory system, YCSL. Instead of maintaining a single fithess parameter, each
rule maintains two parameters, an error (€) in the rule's prediction abilities and an
estimate of the average size of the nichesin which that rule participates (s) updated as
follows:

& &+Db(E-g) ©)
s; sj+b([[A]l-s)) 4

where E is zero if the anticipation of the given rule correctly describes the
following state, otherwise 1000. Fitness is inversely proportiona to the error, i.e,
1/(e"+1), and replacement uses s. Again, the system is simple enough to be amenable
to direct modelling using equation 2, as shown in Figure 3 (from [Bull, 2004]).
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Fig. 3: Behaviour of model Y CSL on the maze task, showing numerosity (&) and error (b).

Comparison between the two systems indicates that both are equally able to build a
correct model of the simple maze. The population in MCSL is faster to reach its
steady state (by approximately 1000 generations) despite the errorsin Y CSL reaching
their steady state very much more quickly than the fitnessesin MCSL.

4. MCSL in T-Mazes

MCSL has been implemented and investigated using a version of the T-maze
presented in [Riolo, 1991]. As noted above, motivation for exploring the use of
learning without external reinforcement comes from early experiments in animal
behaviour. Typically, rats were allowed to run around a T-maze, as shown in Figure
4, where the food cell (state 7) would be empty but a different colour to the rest of the



maze. The rats would then be fed in the marked location. Finally, the rats were placed
at the start location (state 0) and their ability to take the shortest path (go left at the T-
junction in Figure 4) to the food recorded. It was found that rats could do this with
around 90% efficiency. Those which were not given the prior experience without food
were only 50% efficient, as expected [e.g., Seward, 1949].
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Fig. 4: T-maze considered. A backwards move always causes a move to the location on the
left (except state 0).

To examine the performance of the simple anticipatory LCS presented here the
following scenario is used. The LCSis placed randomly in the maze and a matchset is
formed. Sensory input in each location of the maze is the binary encoded number for
that state (3 hits) and there are four possible actions - Left, Right, Forwards and
Backwards (2 bits). An action is chosen at random from the matchset. All rules which
propose the chosen action are updated as described in Section 2 and the GA fires
probabilistically. That is, each rule in [A] has the anticipation it created on forming
[M] compared to the state into which the LCS has since moved. If it matches, a
reward of 1000 is given, otherwise 0. The LCS is then randomly placed in another
location and the process repeated (in keeping with the previous model). The average
specificity (fraction of non-# symbols) of the condition and anticipation is recorded,
as is the number of actions present in each [M], with results shown the average of ten
runs.

Figure 5 shows the performance of MCSL on the simple T-maze using the same
parameters as in Section 3, with p,=0.33, ¢=0.5 and m=0.01 under the same training
scheme. Figure 5(a) shows how the fraction of individuals in a given [A] which
accurately predict the next state rises to around 1 (50-point moving average, after
[Wilson, 1994]) and the average specificity drops to around 50% indicating the
exploitation of generalizations. Figure 5(b) shows how all four actions are present and
maintained in each [M] throughout learning. Hence MCSL is able to build a complete



and accurate anticipatory map of the simple T-maze (assuming the most numerous
anticipation within agiven [A] isused in internal processing/planning).

YCSL was applied to the same maze with the same parameters in [Bull, 2004], as
shown in Figure 6(a). Figure 6(a) shows how the fraction of trials upon which the rule
with the highest fitness has a correct anticipation very quickly rises to 1 (50-point
moving average used) and the average specificity drops to around 45% indicating a
slightly better level of generalization. The number of actions per [M] was maintained
at four throughout (not shown). Hence YCSL is also able to build a complete and
accurate anticipatory map of the simple T-maze (assuming the anticipation with the
highest fitness within agiven [A] is used in internal processing/planning).
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Fig. 5: Fraction of [A] with correct anticipation (a) and number of actions per [M] (b).
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Fig. 6: YCSL performance on T-maze (a) and MCSL with b=1.0, g=1.0 (b).



Under the standard reinforcement learning scenario, the fitness sharing mechanism
in MCS has been found to benefit from a maximally high learning rate and high GA
activity [Bull, 2005], i.e., b=1.0 and g=1.0. Payoff-based LCS using fitness sharing
hold their estimation of utility in rule numerosity and therefore the instantaneous
fitness update means a rul€e’ s fitness can immediately consider the current numerosity,
something which is constantly changed by the actions of the GA; it appears that a
high learning and GA rate alows the LCS to approximate rule utility more efficiently.
Figure 6(b) shows how the change means MCSL learns faster than before and
produces a solution as general as YCSL.

The maze in Figure 4 is somewhat simple and hence MCSL has aso been tested
using a more complex version along the lines of other maze tasks typically used in the
LCS literature (after [Wilson, 1994]) - Woods 10 [Bull, 2002] (Figure 7). The LCSis
placed randomly in the maze and a matchset is formed as before. Sensory input in
each location of the maze is encoded as a 16-bit binary string with two bits
representing each cardina direction. A blank cell is represented by 00, the food
location (F) by 11 and trees (T) by 10 (01 has no meaning). The message is ordered
with the cell directly above the LCS represented by the first bit-pair and then proceeds
clockwise around it. Again, an action is chosen at random from the matchset where
there are now eight possible actions (cardinal moves) and the LCS can move into any
one of the surrounding eight cells on each discrete time step, unless occupied by atree
or it is the food location (this avoids creating a sensory ambiguity). All rules which
propose the chosen action are updated and all other details are as before. One further
mechanism is incorporated for this harder task (after [Bull, 2002]): the first N random
rules of the rulebase have their anticipation created using cover (with # s included as
usual) in the first [A] of which they become a member. This goes some way to make "
... good use of the large flow of (non-performance) information supplied by the
environment." [Holland, 1990]. Rules created under the cover operator also receive
this treatment. In this way the GA explores the generalization space of the antic-
ipations created by the simple heuristic.

Figure 8(a) shows how the system as used in Figure 6(b), but with N=5000, p,=0.6
and m=0.04 (after [Bull, 2004]), is unable to produce a full model of Woods 10.
Indeed, the system appears to predict a low number of actions, with increasing
specificity, and the rule with the highest numerosity in those few [A] rarely
anticipates the next state correctly.

Under the operations of the GA within ZCS there is a reproduction cost such that
parents give half of their fitness to their offspring. No explanation for this mechanism
is given in [Wilson, 1994] but it has been suggested that it reduces "the initial
"runaway’ success of those rules in high payoff niches' [Bull & Studley, 2002]. That
is, once a rule has reproduced, it and its offspring are much less likely to be picked
again under the global GA until their niche occurs, at which point they are assigned a
new fitness appropriate for the current numerosity. This last point was shown to be
significant above and is fundamental to the way in which fitness sharing avoids
overgeneral rules since it removes any advantage in difference between niche payoff
levels [Bull & Hurst, 2002]; the payoff available to individual rules becomes the same
in al niches once numerosities have been adjusted appropriately by the GA.

Bull [2005] presented a tuneable mechanism with which to achieve the same
general dynamic within the fitness sharing process - default fitness allocation (DFA) —



where offspring and parents have their fithesses set to fy. Using well-known Boolean
problems it was suggested that the fitness halving scheme does not scale as well as
DFA. Figures 8(b) and 9(b) show how both mechanisms appear to work equally well
within MCSL. Eight actions were maintained throughout in both cases (not shown).
This result corresponds with those reported in [Bull, 2002] where ZCS was
successfully extended to build anticipations in Woods 10 and other mazes. Figure 9(a)
shows how performance is equivalent to that of YCSL with XCS's triggered niche

GA (gsa=100) and increased fitness scaling (n=10), as discussed in [Bull, 2004].
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Fig. 7: The Woods 10 maze.
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5. Self-Adaptive Mutation

Typically in LCS, as within GAs, the parameters controlling the algorithm are
global and remain constant over time. However this is not always the case in
evolutionary computing; in Evolution Strategies [Rechenberg, 1973], forms of
Evolutionary Programming (Meta-EP) [Fogel, 1992] and in some GAs (e.g., [Back,
1992]), the mutation rate is a locally evolving entity in itself, i.e., it adapts during the
search process. This self-adaptive form of mutation not only reduces the number of
hand-tunable parameters of the evolutionary algorithm, it has also been shown to
improve performance (e.g., [Back, 1992]). The approach has been used to add
adaptive mutation to both ZCS and XCS [Bull et a., 2000], and to control other
system parameters, such as the learning rate, in ZCS [Hurst & Bull, 2001] and XCS
[Hurst & Bull, 2002] (see also [Bull et al., 2005][Wyatt & Bull, 2004] for other uses
of parameter self-adaptation in LCS). The results presented demonstrate that adaptive
parameters can provide improved performance, particularly in dynamic environments.
It can be noted that the general idea of automatically setting parameters in LCS was
first suggested in [Dorigo & Colombetti, 1997].

In the previous work, a single self-adapting mutation rate parameter was added to
each rule. That is, each rule has its own mutation rate m stored as a real number and
initially seeded uniform randomly in the range [0.0,1.0]. This parameter is passed to
its offspring either under recombination or directly. The offspring then applies its
mutation rate to itself using a Gaussian distribution, i.e., m%= me“®?, before mutating



the rest of the rule at the resulting rate. Figure 10(a) shows how the approach can be
successfully used within MCSL in Woods 10 using all others the parameters as
before. There is a significant rise (T-test, P<0.05) in the specificity of the solution
produced however compared with the fixed single mutation rate of m=0.04 used in
Figure 8(b). This despite the mean mutation rate dropping considerably lower than the
fixed rate. The equivalent YCSL (Figure 10(b)) no longer produces a solution such
that the fittest rule in a niche always accurately anticipates the next state and it suffers
an even larger rise in average specificity. Bull et al. [2000] noted a greater sensitivity
to the self-adapting mutation rate in XCS compared to ZCS in a number problems.
Bull [2001] confirmed the accuracy-based fithess scheme’s greater sensitivity to the
(fixed) mutation rate using simple Markov models of both schemes. Butz et al. [2003]
have also examined this formally for XCS, concluding “mutation can have a negative
effect when set too high possibly disrupting subsolutions”.

The creation of an anticipatory system through the GA alone means the
evolutionary process is designing rule structures of increased complexity in
comparison to the traditional stimulus-response rules. It may therefore be beneficial to
increase the freedom of the mutation operator to search the sub-spaces of the different
parts of the rule encoding at different rates; improvements in performance may be
possible with separate self-adapting mutation rates for the condition, action and
anticipation. This has been explored with each mutation rate adapting as before.
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Fig. 10: MCSL with single self-adaptive mutation rate in Woods 10 (a) and equivalent
YCSL (b).
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Fig. 11: MCSL with a self-adaptive mutation rate for each of the condition, action, and
anticipation (a) and in the equivalent YCSL (b).

Figure 11(a) shows how the use of a separate self-adapting mutation rate for each
component of a rule can be used successfully in MCSL, with the rate for the action
component adapting differently to those of the condition and anticipation. Specificity
is still higher than with the fixed rate as a consequence however but less than that
seen with the single adapting parameter. No significant increase in learning speed is
seen, again solutions appear to settle after around 200,000 problems, which is faster
than with the fixed rate which typically settle to a solution after around 300,000
problems; a more specific solution is learnt more quickly. Figure 11(b) shows how
with YCSL the same difference in mutation rate for the action and the condition and
anticipation is again seen. A decrease in the average specificity is also obtained with
the three mutation rates but it is again still more specific than with the fixed rate. The
fittest rule in each action set is again not always an accurate predictor of the next
environmental state, asit wasin Figure 9(a) with the fixed mutation rate.

Typically under Evolution Strategies every dimension of a given solution is treated
separately by mutation such that each individual consists of n variables and n
mutation rates. The updating of the mutation rateisthenm * = m e N D *NOD That
is, a common offset is first determined for all variables and then each variable
determines a further local offset, both from a Guassian distribution. The same
approach has been tried in MCSL and YCSL. Figure 12 shows this scheme has little
effect over the previous two: solutions are more specific than with the fixed rate and
Y CSL is unable to produce an accurate map using the fittest niche rule approach.
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Fig. 12: MCSL with a self-adaptive mutation rate for each gene (a) and in the equivalent
YCSL (b).

The increase in average specificity of rules in YCSL results in a decrease in
performance since accurate anticipators are not discovered in each of the 80 niches
(10 locations, 8 possible actions in each) in the time allowed. Therefore niche
populations of approximately 5000/80 = 40 rules appear insufficient when the
mutation rate is inappropriately high during the early part of the search. Experiments
seeding the initial mutation rate spreads in the range [0,0.5] gave no improvement
(not shown). Figure 13 shows the effects of increasing the population size, N=15,000.
That is, it appears YCSL is failing to satisfy something akin to the “cover challenge”,
as identified by Butz et al. [2003], wherein the population is not large enough to
sustain al accurate rules discovered at a given time and produce new ones to cover
other inputs. Therefore the cover and GA replacement operators cause the constant
deletion of required rules. As can be seen, with alarger population the system is again
optimal in its map building assuming the fittest rule in each [A] is chosen for
planning.

6. Conclusions

Learning Classifier Systems that build a full predictive map of the environment
without external reinforcement have recently gained renewed interest. This paper has
presented a simple payoff-based system, termed MCSL, which is capable of this task
using only the genetic algorithm. Due to its ssmplicity, an executable model of MCSL
has been presented and its finding that optimal performance is possible with such a



system was confirmed experimentally. However, it was found that a generalization
pressure mechanism was required for a harder maze task. The performance and
general characteristics of MCSL were compared to a simple accuracy-based
anticipatory LCS and little difference seen.

The use of self-adaptive mutation within such systems was also explored. Results
suggest that only in the payoff-based scheme is there some benefit in the maze used
from more than a single mutation rate per rule, as was previously implemented [Bulll
et al., 2000]. Future work should consider non-stationary mazes, asin [Hurst & Bull,
2003] for example. Results also confirm that accuracy-based fitness is more sensitive
to the mutation rate than payoff-based fitness.

In contrast to using a purely evolutionary approach, O'Hara and Bull [2005] have
highlighted the supervised nature of creating anticipations (see [Lanzi, 2003] for a
related study). They present an approach wherein each rule also carries an artificial
neural network. The network takes the current stimulus and action as an input and
produces the expected next sensory state as its output. These mappings are learned
under a standard incremental supervised learning protocol; each received input after
an action is taken is used to further train the network. Future work should consider
hybrid systems, as represented by ACS2, perhaps based on the neura rule
representation, particularly for continuous-valued spaces. The GA could be exploited
to design appropriate prediction network structure, for example (see [Bull & Hurst,
2003] for a purely GA-based approach in this direction).

Fig. 13: YCSL with a self-adaptive mutation rate for each gene and alarger population.
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